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1. Prehistory: LOCAL and SOPHIE
One of the key capabilities of an assumption-based truth maintenance
system (ATMS) is that it allows a problem solver to keep track of multiple
contexts at once. It was this capability that motivated the invention of a
precursor of the ATMS for use in LOCAL [3,13] (and later in SOP~HIE
[1,131). LOCAL performed model-based diagnosis on an analog circuit.
LOCAL started with observations of the circuit and propagated these through
individual components to identify inconsistencies. With each propagate~1
value, LOCAL stored both a justification [16] and a set of assumptions
(the components which must function correctly to produce the propagated
value). LOCAL records each propagation of a value through a component
by constructing a justification and adding the component to the union of the
sets of assumptions underlying the values propagating into the component.
Although the set of assumptions associated with a propagation could
always be computed from the justification network, it was far more efficient
to maintain these assumptions explicitly with the values because:
(1) LOCAL could determine the components underlying ah inconsistency directly instead of searching the justification netwok,
(2) LOCAL could directly determine whether the propagation path was
circular causing infinite loops—as would otherwise occur in analyzing
analog systems,
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(3) LOCAL could directly compare diagnoses and analyze the utility of
making a particular measurement by examining the assumption sets
underlying the possible outcomes,
(4) the propagation could be restricted to the logically strongest ones—
those with fewest assumptions.
Analogs to these four properties also motivate the use of the ATMS in more
modern problem solvers.
One of the main conclusions of the LOCAL/SOPHIE project was that
local analysis based on the propagation of numerical ranges through constraint models was inadequate to fully diagnose analog circuits. We observed
that human diagnosticians often draw on qualitative causal models of device behavior to successfully diagnose complex circuits. This motivated me
to study qualitative reasoning of circuit behavior and its role in diagnosis. Unfortunately, ambiguity is everywhere in qualitative reasoning. The
loss of precision often makes it impossible, especially locally, to determine
which of two influences on a circuit quantity dominates. Therefore, the
qualitative reasoning system QUAL [4,6] continually introduced assumptions as it reasoned hoping that these would be discharged at the conclusion
of a qualitative analysis. Although most assumptions were discharged at
the end of analysis, often a few remained, as a device might have several
possible global behaviors. In order to manage all these different alternatives I re-implemented as a separate module the simple proto-ATMS of
LOCAL.

2. Development of the ATMS
This is the first point at which the proto-ATMS existed as a separate
distinct module. Unfortunately, the computational demands of qualitative
physics were far more severe than that of LOCAL and SOPHIE (the reason for this is that when signals are represented as numerical ranges, the
ranges quickly become so large that the prOpagation is not worth continuing and hence a combinatorial explosion is avoided). Therefore, during
this time I devised special bit-vector representations of assumption sets as
well as special data structures for representing nogoods (inconsistent sets of
assumptions).
The first attempt at writing up this ATMS was the AAAI-84 paper
“Choices without backtracking” [5]. At this point I also made the final
innovation which resulted in the current-day conception of an ATMS. Until this time, if the same node (result, datum, or value) was produced
under two sets of assumptions, the node would have to be duplicated.
The ATMS described in [5] associated a set of sets of assumptions with

H

A perspective on assumption-based truth maintenance

65

each node. Therefore, the potential combinatorial explosion in number of
nodes is avoided. The response to [5] clearly indicated the widespread
interest and utility of an ATMS. A couple of years of further exploration
and development led to the papers in the Artificial Intelligence Journal
[7—9].

3. QPE and GDE
Ken Forbus who had been developing a qualitative physics based on
process theory [191 had become very frustrated with the computational
properties of the TMSs he had been using. After’ the ATMS became available
he quickly saw its advantages for his form of qualitative reasoning as well.
His experiences with the ATMS helped significantly improve both the ATMS
implementation and its interface. The combined result was dramatically
improved functionality and performance for QPE [20].
The original inspirations for the ATMS idea came from diagnostic tasks.
Therefore, once the idea had been fleshed out, it was very natural to
re-examine using the ATMS for diagnosis. The result was the General Diagnostic Engine [15] which is a general domain-independent probabilistic
approach for diagnosing systems which can contain multiple faults. GDE
was remarkably easy to implement as the ATMS provided exactly the functionality needed to easily diagnose multiple faults (see [22]). In addition,
it was very easy to introduce probabilities into the ATMS.

4. The future
The ATMS has become a widely used tool in artificial intelligence research.
Its use has been explored in the full spectrum of AT—from diagnosis and
qualitative physics to natural language and vision. In hindsight we can now
see that the ATMS is actually extremely simple. In addition, the functionality
of the ATMS is implementable in only a few pages of Lisp code [22]. How
can something so simple have become so useful? Some of the reasons for
this are:
• Perhaps the most important, for a large number of tasks the division of
the problem solver into an inference engine and an ATMS provides just
the right natural partitioning of concerns necessary to enable a designer
to build problem solvers relatively easily.
• The ATMS is a very generic facility. On the one hand it can be viewed
as a general-purpose TMS and on the other hand as a general-purpose
abduction engine.
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• The ATMS is very simple—but that makes it easy to implement, use,
and exploit.
• The ATMS was and remains available via anonymous FTP. 1
As the ATMS is of such widespread use it was quickly generalized and
analyzed from many different perspectives. The original ATMS used only
Horn clauses. It has been extended to function with arbitrary clauses [10,24].
Dressler extended it to function with nonmonotonic justifications [17].
Raiman and de Kleer extended the ATMS to function with circumscribed
theories [25]. Also, Reiter and de Kleer showed how the ATMS could
be viewed as computing prime implicates, thereby providing it a formal
foundation [24]. This paper also formally pointed out the connection to
abduction which is further elaborated in papers such as [23,26]. At this
point there are over a 100 different papers which analyze or generalize the
ATMS in some way and the flow of ideas shows no sign of stopping.
We have now had almost a decade of experience with ATMS-based problem solvers. Unfortunately, it appears that some of the properties which
led to its initial success are now the very properties which are causing
problems as we try to scale up to larger tasks. The ATMS is so simple
that it doesn’t have enough information available to prevent combinatorial
explosions [2,11,26]. Therefore, one of the more active areas of current
ATMS research is the investigation of additional mechanisms to control the
combinatorial explosion without sacrificing its inherent advantages (usually
known as focusing techniques). In order to completely control the combinatorics of the problem one must focus both on the rule execution in the
inference engine [14,21] as well as on the ATMS itself [12,18]). (See [11]
for a diagnostic problem solver which utilizes both types of focusing to do
model-based diagnosis efficiently.)
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