ARTIFICIAL INT[LLIGENCE

163

Extending the ATMS
Johan de Kleer
Intelligent Systems Laboratory, XEROX Palo Alto Research
Center, 3333 Coyote Hill Road, Palo Alto, CA 94304, U.S.A.

Recommended by Daniel 0. Bobrow

A 13 STRACT
77~ebasic assumption-based truth maintenance (A T~1S) architecture protides a foundation for
vapleinenting jar ous kinds of default reasoning. This paper shows how the basic A T~!Sis extended
to handle defaults and disjunctions of assumptions. These extensions are used to encode disjunctions
of nodes, flonmonotonic justifications, normal defaults. nonnormal defaults, and arhurarv pro—
positional form alas.

1. Introduction
The basic ATMS [4] provides a novel truth maintenance [6] facility. Unlike
previOUS truth maintenance systems which are based on manipulating
lu~tihcations,the ATMS is, in addition, based on manipulating assumption sets.
The ATMS is designed to function in tandem \vitli a problem solver as part of
an overall reasoning system. The problem solver constructs records of all the
inferences it makes ( justifications) and hypotheses it introduces (assumptions).
INc task of the AIMS is tO etticientlv determine, given the inferences that
11 ave been made so far, all the possible contexts and their contents.
A set of assumptions is an enuironmelu and the set of all data propositionally
derivable frcin the assumptions using the justifications is the context of the
cn\ ironment. If false is derivable from the assumptions. then the environment is
Inconsistent and is defined not to have a context The efficiency of the ATMS is
based on the observation that if a datum is derivable from a particular set of
~umptions
it is derivable from every superset as well. The ATMS associates with
C\ cry datum the minimal set of environments from which it is derivable. This set is
INC label of the datum. By computing the label foreach datum, the ATNIS indirectly
computes the contents of each context. Given the label, it is very easy to compute
Nc prese nec of a dat urn in a context: A datum is in a context exactly when the
~1rtijictal It1(cl/lipFwc 28 (1~(~)
I (~ 1~
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assumptions of the context are a subset of any of the environments of the datum’s
label.
A task involving n assumptions has 2ti environments, and at most 2’~
contexts. The environment lattice of Fig. 1 illustrates all the possible environments for a task involving the assumptions, A, B, C~D, and E.
The crossed-out vertices indicate inconsistent environments, or no goods. If
an environment is nogood, then all of its supersets are also. Thus the inconsistent
environments of Fig. I can he generated by the single nogood: (A, B, E}. The
vertices enclosed in rectangles indicate environments whose contexts include the
datum x = I The label for x 1 is the greatest lower bounds of the highlighted
vertices: ((A, C}, (D, E}
More formally, the ATNIS is supplied with a set of justifications:
.

~.

a1,a2,’ -~B,
where a1,
f3 are problem-solver data, assumptions, or falsity I. Usually ~ is
not an assumption. A justification can be interpreted as the material implication:
.

.

.

,

a1Aa1A~—*~.

A datum is in a context if it is propositionallyderivable (using the justifications)
from the assumptions of the context. An environment is inconsistent, if I is
propositionallv derivable from the assumption set.
The basic ATMS data structure is a node:
~datum, label, justifications~
The node for x
=

=

1 is represented by (see Fig. 1):

1. {{A, C}, {D, E}},

{..

.~.

(Justifications are listed only if important tc) the example.)
T represents the assumption x. y~ represents the nonassumption node
associated with problem-solver datum x. y. represents the node false I.
However, I adopt this typographically cumbersome notation only when necessary. in most situations it is clear whether a datum or a node with that datum is being
referred to. Tlnis. lower-case letters designate nonassumption nodes or problemsolver data associated with nonassumption nodes. Capital letters designate
assumption nodes or problem-sol\er assumptions. I designates the node y or
falsity. To a~oid confusion, these abbreviations are not used for composite
problem-solver expressions. e.g .,I~.
In the usual case \vhere an assumption
justifies a particul~irnode. the node is designated by a lower-case letter and the
assumption by the upper—case of ~he same letter. ror example, assumption N1
~.
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justifies node n1:
N;

~

The ATMS can be viewed as theorem prover restricted to propositional logic
but extended to operate in multiple contexts. This paper adopts much of its
nomenclature from that literature. Following standard convention [1, 9]: x and X
are positive literals; —ix and --tX are negative literals; a positive clause has only
positive literals; a negative clause has only negative literals: a mixed clause has at
least one positive literal and one negative literal; a Horn clause has exactly one
positive literal. A unit clause has exactly one literal.
Thispaper augments the basic ATMS inthree importantways and concludeswith
a discussion of the strategies for implementing the improvements.
First, the ATMS is augmented to incorporate the notion of default assumption. Unlike conventional ATMS assumptions which the problem solver can
choose to believe or not as it pleases, a default assumption is one which must
be believed unless there is evidence to the contrary. In this view, the maximal
consistent vertices of the environment lattice correspond to the contexts the
problem solver is interested in.
Second, the ATMS is extended to allow the problem solver to
express disjunctions of assumptions. Given the ability to encode disjunction,
any propositional expression can be represented in terms of justifications and
disjunctions. Many of these encoding techniques are like those used in RUP
[7]. but generalized to multiple contexts.
Third, the ATMS is extended to accept nonmonotonic justifications. Although most applications of nonmonotonic justifications are handled by the
multiple-context facility of the basic ATMS, a few applications require the
explicit introduction of nonmonotonic justifications. As nonmonotonic
justifications are inherently nonpropositional, a special improvement is required to
treat them correctly.
1.1. Consistency, soundness, completeness and minimality
The basic AThIS ensures that labels are consistent. sound. complete. and
minimal. These properties arc defined in terms of propositional derivahility
treating all the justifications Is axioms. This paper presents a series of encodings for various kinds of logical constraints in terms of the restricted set of
formulas the ATMS can reason with. The ATMS retains its four important
properties with respect to its encoded inputs. However, we will repeatedly
examine whether the ATMS retains its important properties with respect to the
original unencoded expressions. These properties are defined in terms of
derivahility in propositional and default logic. Frequently. foregoing some of the
properties is a useful expedient.
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2. Defaults

A common Al application is to define default rules such as ~In the absence of
information to the contrary, assume x.” or ~lf it is consistent to believe x. then
assume x.” Defaultsare represented by ATMS assumptions. However, an ATMS
assumption places no condition on whether the assumption is believed or not or
even whether its belief is preferable to its disbelief. A default is an assumption
whose belief is preferred to its disbelief. To achieve this effect an additional
stipulation must be placed on what is meant by a solution. If all assumptions are
defaults, then solution contexts must be maximal (i.e., have noconsistent superset
contexts). Such maximal contexts are called extensions and their characterizing
environments interpretations.
In terms of Reiter’s default logic [8]. creating assumption A corresponds to
making the normal default:
:MA/A.
The set of assumptions and justifications form a propositional normal default
theory. The solutions, i.e., the maximal contexts, correspond to Reiter’s
extensions.
Strictly speaking. an ATMS extension is not exactly a default logic extension. A default logic extension includes all derivable wffs, while an ATMS
extension only includes all derivable atoms for which an ATMS node has been
created. As a consequence, default logic extensions are always supersets of
their corresponding ATMS extensions. In fact, there may actually be more
default logic extensions because theories can be extqnded by disjunctions as
well. However, for every ATMS extension there exists at least one default logic
extension containing it, and every default logic extension contains exactly one
.ATMS extension. If the problem solver is interested in a particular wif. then it
must create an explicit ATMS node to represent it (explained in Section 6).

2.1. Extensions
Some examples help clarify the notion of extension. The jusailcations.

A.C~e
have exactly one extension.
{A.C~b.d.e},
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with interpretation:

{A,C}.
Adding the justifIcation.

b, d ~

I

splits the extension into two:
{A.b},

{Cd}

with interpretations:
{A},

{C}.

Notice that C cannot he added to {A~sextension (nor A to {C~s).In general.
if an assumption does not appear in an interpretation, then its negation is
propositionally derivable there. Thus, multiple extensions can arise only if
there are contradictions.
The set of assumptions and nogoods are sufficient to determine the interpretations. The nogood database can he viewed as a single propositional
expression in minimal conjunctive normal form. Converting this expression to
disjunctive normal form and simplifying produces a set of conjunctions called
candidates. The complements of candidates are the interpretations.
Suppose there arc assumptions A, B, C’, D and nogoods:

nogood{A, B~
.

nogood{B. C~

Each nogood contributes a negative clause to an overall expression in conjunctive normal form: (n A v B) A (n B v —i C). Converting to disjunctive
normal form and simplifying give: Li A A ~ C) v Li B). Thus, there are two
candidates, { A, C} and { B }. and two extensions with interpretations { B. D } and
{A. C, D}.
Identifying the interpretations can also be viewed in terms of the environment lattice. Fig. 2 presents the environment lattice for the example of the
preceding paragraph. Each crossed-out environment is inconsistent (i.e. is a
superSet of {A, I3~ or {B, C}). The interpretations correspond to those
environments (circled in the figure) having no crossed-out supersets (i.e.. the least
upper hounds of the consistent environments).
I)uring problem sol\ ing there is a direct way to tell whether the node holds
in all interpretations. A node holds in all extensions ill ~j ~f. the assuniptions ot
one ol its environments do not occur in any nogood. Thus, the problem solver
,
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FIG. 2. Extension en~ironments.

can query the ATMS for nodes which hold in all interpretations. The problem
solver can proceed as if these nodes held universally, in effect, making the
closed-world assumption. If the label has an empty environment, then the node
must hold in all future extensions as ~vell.
2.2. Loss of completeness
Encoding default rules with assumptions violates label completeness with
respect to default logic. Fortunately, the violation is so specific that it can he
avoided syntactically. The violation can best he seen by examining the definition of
context. Contexts grow monotonicallv, hut the presence of default rules allow
“contexts to grow nonmonotonically. Suppose we are in a situation where there is
one assumption. A. and no justifications. To this situation we apply the default rule
that b holds unless there is evidence to the contrary. The default is encoded by
creating a new assumption 13 justifying 1:

B ~ h.
As a consequence /‘ will he in A. 13 ~‘scontext. hut not A }‘s.
In practice this loss of completeness is irrelevant for two reasons. First, many
problem solvers prefer I o Include or exclude default rules explicit l\. Second. of
the lour important conceptual properties, onl\ completeness is lost, and it is
ouly lost for contexts which are not extensions. If default rules aie preseI~t.the
oblective of the problem sol\ ing is in~ariahlv the determination of the exten-
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sions. Thus missing data from nonextension contexts cannot cause much of a
problem. This lossof completeness. although conceptually important. is irrelevant
in practice and is ignored in the remainder of this paper.
3. Primitive Disjunctions
The ATMS is extended to allow the problem solver to assert a disjunction of
assumptions:
choose{C’1, C’,,

..

choose’s are treated as propositional disjunctions. just as justifications are
treated as propositional implications:
V

c2 v....

The presence of disjunctions has two immediate consequences for contexts and
extensions. First, everycontext must have a superset context thatcontainsa C’1 from
every disjunction. Second, every extension must contain at least one C,.
Interestingly, the presence of disjunctions decreases rather than increases the
number of nodes that have nonempty labels. The definitions of soundness,
consistency. completeness. minimality and extension all remain unchanged if the
disjunctions are considered as conventional propositional disjunctions included in
I (the material implications corresponding to the justifications). Although the
definitions remain unchanged. the inference rules employedby the ATMS must be
extended.
With respect to the expanded I the ATMS remains sound and minimal.
Label consistency is violated, but interestingly a useful degree of completeness
is retained. Every interpretation in which a node is derivable is a superset of
some environment of its label. However, completeness fails to hold for noninterpretation environments.
3.1. Ensuring consistency
Label consistency is ensured by a special-case hyperresolution rule:
0

choose{A1. A,.. .

.}

nogood a• where A1 E a1 and A j_fl’a; for all i
nogood U[a1

—

{.4~}]

This inference rule is an instance of negative h~perresolution [Ii. This form of
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resolution takes a single positive clause (a nucleus) and a set of negative clauses
(thc electrons) each of which contains a distinct atom of the nucleus to produce
a ~ingIe negative hyperresolyent:
A1vA2v
m41 v ~ for all I
~

V

Each ~ is a negative clause. The nucleus (A1 v A., v
) corresponds to the
ATMS clioose{A A~,. .} and the electrons (~iA,v ~) correspond to the
nogoods, and the hyperresolvent corresponds to a newly discovered nogood.
Label consistency would he violated without this rule. Suppose:
~,

.

A~a,
B~ b,
C~c,
choose{A, B}
c.a~I,

c. b~ I.
The basic ATMS (without hvperresolution) fails to determine that c holds in no
extensions discovering the nogoods {{c, ~A}.{c, B}}, hut not the nogood {C}.
Hvperresolution discovers the nogood {C}:
c/iocise{A, B}
nogood{A, C}
1U)gOOd{B, C~
iiogood{ C}
3.2. Ensuring completeness
Even with the hvperresolution rule, the ATNIS remains incomplete with
respect to nonextension contexts. This loss of completeness is important even
tor problem solvers oiil~ interested in extensions because labels may contain
to~ specific environments (i.e.. containing extra assumpt ions upon wh icli the
node does not depend). This niav confuse the problem solver and force it to do
u nnecessary work.
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a ~
b~i.
The second version of hvperresolution determines that

(~holds

universall\:

clioose{A. 13 }
(c. {{A}},

{..

{A}u{}E{{A}}
nogood{B}

4. Negated Assumptions
The ATMS does not have an explicit notion of negation. The effects of
negation are achieved by justifications and disj unctions. The simplest method
for encoding an assumption A and its negation B is:
choose{A. B}

A,B~I.
This formulation specifies that every context, or one of its supersets. must
contain one of A or B, and that no context may contain both A and B.
A second encoding is twice as efficient hut violates completeness. The
justification.
a.
indicates that a \vill be in a context only if it is inconsistent to add A. In the following
example the existence of the single assumption A mandates the presence ofa or!) in
every extension:

A~~
(1.

/)

~>I,

i~1iishas the ellect of preferring the presence of a over h. A context will onl\
contain b if A is inconsistent there. However. the encoding violates label
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completeness for nonextension contexts: the AIMS misses the inference that c
holds universally.

5. Ignored Assumptions
Often it is useful to hide certain contexts and extensions from the problem
solver. The ATMS statement,
ignore{B}
specifies that every label environment containing B will he invisible to the

problem solver.
Ignored assumptions are used in many of the encodings of the next section
Consider the first, complete encoding for negation introduced in the previous
section. The formulation suffers from the difficulty that the negation of an
assumption must itself he an assumption. and consequently that the contexts of
the negations are explored as well—contexts which the problem-solver designer
may never have intended.
Consider the following set of ATMS statements:

c/ioose{A, B}
A,B~ I.
A~a,
B~b,
ignore~B}
These have the effect of preferring the presence of a over b. Contexts
containing b are onl~~
seen h~ the problem solver if A is inconsistent there (if
there are no other derivations for h). However, if the justifications.
a

C.
-C

and.
C,

are included c is determined to hold tin iversall~.
1~noring assumptions appears to be a cheap computational trick.
l--Io~vever,it is a ~‘ery po\verful and general technique to express preferences
and to distinguish extensions from other niaxinial contexts. \\ith the ability to
ignore assumptions, t lie AI~N1Scan encode all of Do\ he’s non monoton ic
justifications as well as Reiter’s nonnormal defaults.
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6. Formulating Justifications
The only logical constraint the basic ATMS can represent is a justification.
Section 3 extended the ATMS to represent disjunctionCof assumptions. This
section illustrates how any propositional expression can be converted into a set
of justifications and primitive disjunctions. This allows the problem solver to
express any logical constraint among atoms. Unless otherwise indicated, the
encoding satisfies label consistency, soundness, completeness, and minimality
with respect to the original unencoded expressions.
All of the encodings require explicitly associating assumptions with nodes.
Sometimes this assumption is used to explicitly default the node:
X4’x.
It is also often useful to default a node conditionally. For example, to default x
only when y holds:
y, X’ ~

where K is an assumption used conditionally. Note that if a node is defaulted
unconditionally, then itis not necessary to default it conditionally. Some of the
encodings require each conditional assumption to be unique while in others the
same assumption can be reused.
Many of the encodings require introducing auxiliary assumptions. As these
assumptions are introduced solely for the sake of the encoding. they should be
ignored by the problem solver. Such assumptions are always indicated by
ignore{.. .}. Most of the auxiliary assumptions are created to default or conditionally default nodes. If the problem solver has already unconditionally
defaulted a node, then it should not be defaulted again nor should the
assumption be ignored.
6.1. Clausal form
Any propositional expression can be encoded in the ATMS. The first step is to
obtain an equivalent set of clauses by converting the original expression into
conjunctive normal form. Consider the propositional expression:
-iavelb,clc)velcAd).

Converting into conjunctive normal form we get:
(—ia v —ih v e v d)

A

(—ia v —it).

This section presents a variety of methods for encoding clauses, each method
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being appropriate for certain tasks. Each method suffers from propositional (i.e.,
as a consequence of the encoding) incompleteness, but has certain efficiency
advantages.
Most propositional theories have an infinite numhe~ of theorems. In all of
the encodings, the ATMS will only find labels for those propositions in which
interest is expressed by the problem solver. To determine the label for an
arbitrary expression p. a new propositional atom o must he created, and the
expression a a encoded, The labels for o and ~o indicate the contexts in
which the proposition (i.e., p) and its negation (i.e., ~ip hold). Consider
determining the contexts of a v b. An atom o is created, the expression
o = [a v bI is converted into conjunctive normal form,
hOvaVbIAhaVO]Ahbvol.
When this clause set is encoded, the labels for o and —io indicate the contexts for
a v b and —i(a v b).
If a datum only occurs positively or negatively in the overall clause set, then
any clause, except unit clauses, which contain it can be ignored. If an assumption only occurs positively, then clauses containing it can be ignored. The

reason data is treated symmetrically, and assumptions are not is that the goal of the
AIMS is to find the assumptions which support data.

6.2. Encoding negation
The ATMS does not have a notion of negated node. Consider the data .v and
nx. These are encoded b~two nodes, ‘ye, y~, which as far as the ATNIS is
concerned have no special relationship. The presence of y~in a context does
not preclude the presence of y~ or vice versa, In fact, it flay he inconsistent
to even add y1. or
to a context. For many problem-solving tasks this
inadequate treatment of negation causes few problems. However, for tasks
requiring explicit treatment of negation. a set of justifications and disjunctions
are introduced to define the relationship between y~and y~
The justification.
ynx,

1
yx~ ,

ensures that no context contains both a node and its negation. Ihe expressions,

J~ yx,
~
iqi:ore{1~~
içIiOF’C

{

1,

ensure that if possible, every extension contains either a node or its negation. The
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expression
C/lOOSe

{

11 ~, T~

},

ensures that any context to which neither a node nor~its negation can be
consistently added is itself inconsistent. As a consequence every extension
contains either the node or its negation.
In addition, the negation of every assumption A is included:
c/ioose{A, 11~}
A, T~~ I,
ignore{T~}
6.3. Encoding by justification
Given the encoding of negation outlined in the previous section, every clause
can he encoded by a single justification. Logically, it is irrelevant which of tile
possible justifications is used to encode the clause. A clause of n literals can
always be converted into n + 1 possible justifications. For example, tile clause
(ia v b v c) is encoded by choosing one of the following four justifications:
a, y~,~

C,

a, y~.~
Yb’ Y~c~Y~a
~

~I.

Given this encoding, the ATNIS constructs the correct label for each literal.

6.4. Avoiding introducing auxiliary assumptions
In most cases, tile preceding encoding introduces far more assumptions.
environments, contexts, and extensions than necessary for tile problem-solving
task. Tile resulting performance degradation is exponential in the number of
assumptions: the addition of every irrelevant assumption doubles the number
of environments, contexts, and extensions. If tile problem solver has expressed
interest in few of the assumptions (i.e., most of tile encoding ignore’s take
etlect ). then most environments and interpretations are indistinguishable fronl
the problem solvers perspective. Furthermore, tile problem soher is rarely
interested in the label of every node. In many cases, tile problem solver is only
interested in the labels br the positive hiterals. The remainder of this section
discusses a variety of far more efficient encoding strategies. These strategies all
aLe advantage of the fact thl at the E)roi)lenl solver is only interested in tile
labels of particular nodes, and is only interested in the contents of particular
contexts.
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These techniques can be useful even in applications where the problem
solver is interested in all labels and contexts. The problem solver can first
utilize the efficient encoding, delaying the introduction of the full encoding
until it is needed. Often the full encoding can be completely avoided.
The problem solver must indicate whether it is interested in the label of x.
—ix or both. If only one of x or ix is required, then only one node, y~or
~
is created otherwise both arc created along with the justifications and
disjunction that relates them. It is possible to express every clause as an
implication whose antecedent is a conjunction of atoms and whose consequent
is a disjunction of atoms. The important characteristic of this form is that no
negation is needed and the only atoms mentioned are those in which the
problem solver has expressed an interest. For example. if the original clause is
—ia v b v c v d and the problem solver has expressed interest in —ia, —ib, c
and d, then the clause is written in terms of interesting atoms:
a A b-÷c v d.

If both an atom and its negation are interesting, then. for efficiency, the literal
should always appear in the antecedent of the implication. (Note that if all the
atoms and their negations are interesting, then this encoding is equivalent to
the previous one.)
With the entire clause set converted to implications, many clauses can be
encoded without complications. If there is only one atom in the disjunction.
then the implication is represented directly as a justification. If the disjunction is
empty, the antecedentis a justification for I. Ifthe conjunction is empty,and allthe
antecedentsare assumptions, then the antecedent is a nogood. If the conjunction is
empty and the disjunction contains only assumptions. then the clause becomes a
choose. The remaining complex implications are encoded by introducing auxiliary
assumptions.
6.4.1. Encoding by introducing negations
A srraightfonvard encoding technique for complex implications is to introduce
just enough negations so that every complex implication can be represented by
a single justification. For example, if the problem solver has expressed interest
in A, b, c, and d:
A—~hye.
h-sc.
C

—

(I.

By introducing —ih these implications can be written as:
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A A~b~c,
b

>

~

C

-~

(1.

Which are encoded as:

A, y ~,,

~

b~c,
C~

Li,

B~b,
~

ignore{B}
ignorc{Ii~/)}

choose{J~,B}.
The basic ATMS produces the following labels for b. c. and Li:
(b, {{B}}.

{..

(c. {{Ii~,,.A}},

{.

.

~d, {{B~.{A, I~,,}},{.

.

The extended ATMS utilizes the disjunction.
clioorc { l~~, B }
tO

resolve ds label to.

(LI. {{B}. {A}}. ~

.

6.4.2. LllcoLiinç /)V LIiSjll/2CtU)1l
The tech a ique of the previous sect ion transforms complex implications into
justifications by dcli n ing appropriate negations. Con~’erselv each complex
implication can he I ran~lorincd into a pu~~
disjunction by deli fling appropriate
g at ions.
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The clause,
A1vA2v”vn1vn2v”~,
is encoded by defaulting (if needed) each n1.
ignore {N,}.
N;

4

and the primitive disjunction.
choose{A1. A,

N1. N,, . .

.}

Only one assumption and one justification need be created for each nonassumption that appears in a disjunction.
The encoding techniques can be intermixed, one clause can be encoded as a
disjunction and another as a justification. The example used in the previous
section can be encoded as five justifications, three auxiliary assumptions and
two disjunctions:
choose{f’L,A. B. C}.
ignore{f’,~},
ignore{B},
ignore{C},
choose{A, ‘iA}’

C4~c.
c~d.
The basic ATMS produces a label for d:
(d. {{B}JC}}.{.

. .}).

The extended ATMS uses the nogood (A. L,4 } and the disjunction
(‘/WOSL’(L,. . B. C} to change cl’s label to:
1
(S. {JA}. 113}. IC}}. ~.

. .})
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From the problem solver’s point of view, which does not see ignored assumpLions, the label is again exactly ((A }). For this example the disjunction encoding is
less efficient. It requires one more auxiliary assumption and one more disjunction.
However, if the original implication had a large disjunction, thisencoding would be
more efficient.

6.4.3. Encoding complex implications with no assumption disjunc:s
This encoding scheme is more natural, produces fewer assumptions if there are
few atoms which occur often in the disjunctions of complex implications, but
cannot be used if the disjunction contains assumptions. The proposition.

is encoded by unique conditional assumptions:
ignore(C},
the primitive disjunction,
choose(C. C;,..

.}.

and justifications.
.C~4c,.

The usual example is encoded as:
choose{B’, C’},
ignore{B’}
ignore(C}.
A, C 4’
b4c,
c 4, ci.
This encoding is the most efficient for this example requiring four justifications,
two auxiliary assumptions. and one disjunction. This encoding technique has
the additional advantage that environments are contributed to the atoms of the
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original implications consequent only forenvironmentsforwhich tile implication’s
antecedent holds.
It is crucial that tile conditional assumptions are unique to the implication.
Suppose. extending the previous example, there were a second implication
e h v c v d which is encoded by,
C11OOS~B,

C, D

}

ignore{[3~
ignore{C’}.
igitore{D’~

e, B’ ~ b,
e, C’ ~

C,

e. D’~ d,
and in addition,

1) ~

I,

C~I.

e.
In this case the environment {E~would be incorrectly marked inconsistent.

6.4.4. Eiieodiiig arbitrary

CO/li p1ev ill1J)!iCatiOlIS

This encoding is efficient if the same atom appears ill multiple implication
disjunctions. In such cases, a more efficient encoding is to create a new
assumption for each implication and reuse tile conditional assumptions for the
atoms. The encoding also applies if tile disjunction side contains assumptions.
Tile general encoding of a conditional.
~

is:
(I1)cL’~1,C1. C

A,. A

‘~i’

i~itoi~’l)J. “‘

b.

‘~

1). 1)’
D~ d,

~ I.

\\‘here ii~a new unique assumption introduced solely to encode this clause. but the
conditional assumpt ions need not be unique.

H

;~

~

—

a

a

C

.-

,.~

—

‘.1

0

a 0

—

a—.r6

~

-~

a

a

a

a

—

-i

—~

-~

a
a
a

—

—

a

Ij~

~

—

r

~

a

-~

‘J,

—.

a
C

H
a

-J
--4

a

a

—a

—4

~-1

a
a

—.

a r~
—a
h-ia
H

H

~

H

‘~y
-.‘

II
-~

~y

II

~.1

:~ ~
~y

H
-~

~
~

~
~

~

-~

-~

a

-~
-~

H

a

II
~

-~

~:—i~

II

-,

—~--

-,~

-~

-~

a
a

C

-a

a
—a
a

a

-a

a

C

a

a

a

a

a

—

a

a
0

a

:~

~.

rJ~

-~

>

z
~
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Ihen each clause of ii literals is encoded by n justifications, eacll indicating
how each literal is derived from the others. For example, the clause.

a v

(~

~

1)

V

is encoded as:

~ y

C

~

‘h

a. y ~

-

b

Y~b’Y-c~Y2
Somewhat more completeness is obtained by encoding complex inlplications
as in the previous sections. If negations are interesting, then the eontrapositive
implication can he encoded to approximate negation. For example. the corn—
plex implication

a

A

b

c

V

d.

is encoded positively as outlined in the previous section. and contrapositivelv
as.
~ C

A

n

~ a v ~ b.

This encoding has the practical advantage [61 that it is not necessary to create
assunlptions for c and J unless a and b hold, nor is it necessary to introduce
assumptions for i e and ~ (1 unless n a and —i b hold.
6.5. Complex disjunctions
Oneof disjunctions are treated as inclusive disjunctions where each disjunct is
made contradictory ~ ith every other. ihe oneof disj unction

is encoded by assuming each datum.
~
~\‘~

the disjunction.
~

A

a\’~.

.\

F
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l~5

and a set of justifications.
ni, n1

~ I

A,, n1 ~ I
A,, ~
The first two sets of justifications can he introduced as needed via the
consunler mechanisnl [61. File third set of binary nogoods is represented at no
co~,tby the basic ATMS.
Although it is possible to represent n-of disjunctions by extending this idea.
the encoding is extremely inefficient. An ti-of disjunction of ni disjuncts
requires (~) assumptions to represent. Parity disjunctions (an odd number of
disjuncts hold) are also not represented well. In both of tilese cases part of the
difficulty is intrinsic to the statement of the problem—such complex disjunctions
have many solutions.

7. Nonmonotonic Justifications and Defaults
Most of the tasks for which a nonmonotonic justification would otherwise he
needed are handled by ATMS mechanisms already presented. However, some
tasks require explicit nonnlonotonic justifications, and those too can he
encoded in the ATMS. In Doyle’s TMS a nonmonotonic justification for n has
an inlist (i
i1) and outlist of (o
o,, ). The nonmonotonic justification
stipports the inclusion of n in the context, if all i1. i~.- . - are in the context, and
all 01, O-~.. - are not. The presence of such a justification introduces nonmonotonicitv because if belief is acquired for son~e o, then n is no longer
believed.
The encoding of nonmonotonic justifications is surprisin~lv subtle. For
perspicuity we first transform every nonmonotonic justiticatioll into one ha\ ing
at nlost one element in their iilists (i) and outlists (o):
.

i A i~A
1
0

- -

-

0~V 07

__

V

i~i is in the context, then unless there is evidence to the contrary
also:
1. N’ ~

must be

ii

If o 15 ill tile context, the nonnlonotonic justification cannot support
i. 0.

ii

!V’ ~>

I

i~:
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In a conventional TNIS, a contradiction provokes dependency-directed backtracking to identify an antecedent atom supported by a nonmonotonic
justification. A justification is then added for soni~atom of the outlist, thereby
renloving the contradiction. The AIMS achieves tills same effect without
backtracking. Additional ATMS expressions are required to ensure that o is in
ever~ context containing i to which n cannot he consistentl~ added. This is
achieved by a justification which ensures that o is believed unless there is
evidence to the contra4y and restricting it:
is O’~ o.

Of course, if n is in the context, tile nonmonotonic justification cannot support
0

i,,i,O’~I.
If i is in a context, then one of
CIZOOSC{O’.

N’}

ii

or o must heH

-

Thus far the encoding is symmetric ill n and o. The statement,
ignore{O’}
ensures that the problem solver will not see the contexts of o unless it is
inconsistent to add ii. Crucially. N’ nlust not be ignored.
Consider some examples. Suppose there. is a single nonmonotonic
justification for c, with an inhst of A and an outlist of h. This is encoded as:
A. C’~c,

A. b, C’~I,
A, B’~b.
A, c. B’ ~ I
CI100SC{B’,

C’}

ig/lorL’{I3}
1At this point the labels of b and c are:

(b. ~

B’F},

{..

.}~,

KC, ~{A, C’}F. {. - . Fj.
For cft~cicn~~
the j l1~tit1C~ItiO1l- Q,
as the ATMS infers tile ci feet ot

~.

ShoUld he added
indirectly

ti1l~justification

hUt tills 15 nOt

eonccptnattv

flCCCS~Il\
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As b’s label consists of one environment with an ignored assumption, from the
problem solver’s perspective, b is not in any context. Suppose we add the
additional justification that
‘4

c4.L.

This produces the nogood:
{A,C}.
Through hyperresolution b’s label is now,
(b, {(A}}, {.

.

As a consequence b is now visible to the problem solver.
Suppose we instead added:
b4,d,

c4’d.

The basic ATMS would compute a label for d:
(d, ((A, B’}, (A, C’}},

(. . .9

Hyperresolution produces:
(d, {(A}}, {.

. 3).

7.1. A more efficient, less complete, encoding for nonmonotonic justifications
If even more violations of completeness for contexts are acceptable. then
another encoding is more efficient, yet preserves completeness for extensions.
The idea behind this encoding is to avoid creating 0’ and instead use —~N’ as
defined in Section 4:
i,N’4’n,
i, o, N’ 4’ i,
i, n,-iN’

4’

.L.

7.2. Odd loops

Both encodings have the significant advantage that odd loops are treated as
contradictions (unlike other TMSs which either outlaw theni, ignore them, or
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go into infinite loops when they are present). Consider the nonmonoton ic
justification with an in list of (/) and an ou tlist of itself (ii ). This translates to
(using the efficient encoding although the technique applies to both):

i, N’ ~
i.

n, N’~ I.

i, n,~N’~ I.
Suppose i holds under assumption A. B~the first justification, ii receives the
label {{A, N’}}. The second justification which invalidates the rule wilen a
member of the outlist is in, marks the set {A. N’} as nogood. As {A, N’} is
nogood, —iN’ has tile label {A}. Thus, the third justification produces a label
for n of {A}. By the last justification, {A} is marked as nogood. In general.
every environment which supports an odd loop is marked inconsistent.

7.3. Normal defaults
Reiter’s normal default is mucil easier to encode than a nonmonotonic
justification. The rule,
a : Auii/n
trailsiates directly to

a. N’ ~ n.

7.4. Nonnormal defaults
The nonnormal default.
a : i\Ib/e,
is difficult to encode. If a and 1) hold. then c must:
a, b ~

file encoding follows the same style as that used for nonmonotonic
if ci is in a context, then
a. C’~ c

justifications.
is also unless there is evidence to the contrary:
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We need to have some way of identifying those contexts containing a to which
b cannot he added. This is achieved by:

a, B’~b,
C/zoose{T’~h.B’}

igiiore{I~~
}
ignore{B’}
added.

C

T~

characterizes the contexts containing a to which b cannot he
cannot be supported in those contexts:

The label of

h

Conversely, if e cannot be added, then b must be absent:

C/zoose{C’,

r~~}

ignore{F~~}.
7.5. A more efficient, less complete, encoding of nonnormal defaults

Using the idea of Section 4. the following encoding suffices:
a, b ~ c,
a, C’ ~

C,

a, B’~ b,
igizore{B’},
-i

B’, C’ ~ I,

~C’,b~i.
8. Implementation Issues

8.1. Implementing oneof
A oneof disjunction of

disjunction

assumptions produces ~ti(n
1) nogoods. Given the
preponderance of oneof disjunctions in problem-solving applications. precursors
tO tile AIMS [2, 3] employed a special assumption data structure such that
environments containing two assunlptiolls from tile same oneof disjunction would
never he created. The basic AIMS mechanisms for handling binary contradictions
are so efficient that treating oneof disjunction as a special case provides no
advantage ii
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Interpretation construction is far more efficient if the oneof disjunctions are
explicitly identified. The ATMS infers which disjunctions are oneof.
8.2. Interpretations reexamined
Computing the interpretations can be extremely expensive. The problem is. in
general. NP-complete. However, depending on the relative numbers and kinds
of nogoods, disjunctions, oneof disjunctions and assumptions, the different
algorithms vary by orders of magnitude in resources consumed.
Enormous inefficiency is introduced by the presence of worthless assumptions. Thus, before presenting the algorithms, the notion of interpretation will
be amended to make their computation more tractable. This redefinition does
violence to the precise definition of extension, but this has no practical
consequence.
In practice, the usual meaning of an assumption is: “If it is consistent to
believe x. and it is useful to believe x, then assume x.” Any reasonable problem
solver will not introduce an assumption unless it is useful to do so at the
moment the assumption is made. However, ultimately many assumptions turn
out to be of no value, not only because they are immediately contradicted or
proved correct, but also because they provide no useful information. Such
assumptions should he discarded. More generally, if environment i1 characterizes extension e1. environment 1, characterizes extension e,, and both extensions contain the same nonassumption nodes. then the two extensions are, for
most problem-solving applications, indistinguishable. Furthermore, if i1 C 1,.
then i2 can be safely ignored.
Conceptually what the ATMS actually computes can he described as follows.
For each extension consider the minimal environment(s) which generate
the extension. These mini,nal interpretations are always subsets of the interpretation for the extension. The ATMS returns a set of sets of minimal
interpretations.
An interpretation may correspond to many minimal interpretations. Consider the set of justifications,
A4,a,

B4,b,

a4,h,

b4,a.

This set has two minimal interpretations { A) and { B) as well as interpretation
(A. B).
One minimal interpretation may correspond to multiple interpretations.
Consider,
A4,a,

B.C4,.L.

These justifications have two interpretations (.4, B) and (A. C) hut one minimal interpretation {A}.
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8.3. Interpretation construction

The current ATMS implementation incorporates a myriad of construction
algorithms, all deriving from two basic approaches discussed in this section.
The two approaches can be intuitively understood by considering the
environment lattice (see Fig. 3). The task of interpretation construction is to
identify the fringe between the consistent and inconsistent environments. The
first algorithm starts at the bottom searching upwards adding as many assumptions as possible (starting with (}) until environments become inconsistent. The
second algorithm starts at the top searching downwards to consistency removing as few assumptions as possible (starting with (A, B, C. D, E}) until
environments become consistent. Both algorithms find the consistent
environments with no consistent supersets, i.e., the interpretations.
Interpretation construction searches a space of the 2~environments. If the
fringe between consistent and inconsistent environments lies along the middle
of the lattice, then both algorithms fail for even small problems. However, as is
more often the case. the fringe lies near the top or the bottom, or is extremely
‘jagged” and the middle (~“2) can be avoided. If the fringe is near the bottom.
then the first algorithm is best. If the fringe is near the top, then the second
algorithm is best.
The first five steps of both algorithms are identical and efficient. First. the
basic ATMS garbage collects useless assumptions. Second. any nogoods or
disjunctions containing garbage collected assumptions are themselves garbage
collected. Third, any assumption which does not appear in any nogood holds in
every interpretation and need not be included in the search. The remaining
assumptions are the kernel K for interpretation construction. The fourth step is
based on the observation that every interpretation must have exactly one
assumption from every oneof disjunction. Every set produced by unioning the
kernel with a selection of one disjunct from every disjunction must be. if
consistent. the subset of a distinct interpretation. This set is easily computed
iteratively:
S0=(K).
=

(s~U (01)154 ES,. o~C 0,},

where 0, is the ith oneof disjunction. At each iteration inconsistent environments are removed from S~Note that the size of S~,grows monotonically. Thus
the combinatorics of the computations is on the order of the number of
solutions. When the oneof disjunctions are exhausted. each element of the final
S corresponds to at least one interpretation.
The two algorithms differ on the remaining steps. The first algorithm is best
for situations where there are many nogoods. Sixth, an iteration like that for
oneof disjunctions is repeated for the remaining disjunctions. Only one disjunct
is selected from every disjunction. hut at each iteration only the minimal

1~J

{A, B, C, 0, E}

fA,B,c,D)

~A,BC,E}

~A,B,D,E)

CA,C,D,E)

~B,C,D,E}

fA, B,

fA, B)

(A)

Fiu. 3. I~xtenSioflenvironniefits,

(B)

(C}

(0)

(E}
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elements of each S1 are kept. Each elenlent of the final S~corresponds to at
least one interpretation.
Ihe seventh is usually the nlost inefficient step. One strategy is to search
breadth-first upwards from each element of the last S, (S0 = {{ }} in Fig .3). At
each level each environment with no consistent superset is marked as an
interpretation, otherwise its consistent stipersets are examined at the next level.
Ihis process must proceed ill parallel \vitll eacil elenlent of S1 to remove
duplicates The eighth step, integrated within the seventh, hut conceptually distinct,
removes assumptions which are irrelevant to a particular interpretation. The
ninth step organizes the interpretations into indistinguishable sets (i.e.. two
interpretations are indistinguishable if theircontexts have the same nonassumption

nodes).
The second algorithm is best in situations where there are relatively few
nogoods. It is the dual of the first algorithm. Instead of starting with the
disjunctions and testing the resulting interpretations against the nogoods
this algorithm starts with the nogoods and tests them against the disjunctions.

The sixth step is an iteration over nogoods selecting one assumption from each
nogood. The seventh step is analogous to searching Fig. 3 top-down. The result
is a set of candidates, whose complements correspond to the results of the sixth

and seventh steps of the first algorithm.
8.4. Implementing disjunction and resolution
Disjunctions are stored in a separate database, much like the nogood database
in form. This database is kept in simplest form. For example, the disjunction
clioose{A. B} is preferred to the disjunction c/ioose{A. B, C}.
Assumptions can he proven true or false. A true assumption has an empty
label environment. A false assumption has an empty label. By convention a
true node is indicated by choose{A} and a false Ilode h~ nogood{A}. As
recognition and processing of such nodes is so important to performance. the
implementation represents tile truth and falsity of nodes explicitly and tises
difierent algorithms to process thenl.
The AIMS incorporates six resolution rules. If an assumption is proven true,
then it can he removed from all nogoods (rule Hi):

c/i nose { A }
nogood[{A} U (~]
ii ogoo~I
[ ci~

If an assumption is proven true, tIlell it can he removed lronl all labels (rule
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ii 2):
C/lOOSL’~A}

(n. {IA}Ua}U/3.
(ii,

~}

U /3,

{.

{.

.

.

If an assumption is proven false, then it can he removed from all disj unctions
(rule H3):
nogood{A }
choose{A, A1, A~,- .
choose{A A
}
~,

Note that the ATMS does tiot incorporate general resolution rules for obtaining other positive clauses. These, like H3, are not logically necessary as the
user cannot ask what is in the disjunction database. H3 is a simple unitresolution rule which improves the efficiency of the other rules. Obtaining all
the positive clauses is not, in general, worth the trouble.
A binary disjunction resolves with a negative clause to produce a Horn clause
(rule 1-14):
choose{A, B}
nogood[{A} U a] where B~’a

If a new nogood or disjunction is discovered, then a new nogood may be
derived (rule H5):
clioose{A1. A~,...}
,lO~)Od a

where A E a~and A1

nogood U1[a

~ a1 for alli

—

Conceptually, H6 needs to be applied wllenever a label is changed. or new
d isj u nction 01 nogoocl is discovered:
CIlOOSL’~.-~1,4
,

(/3, 1k, 3~
ito good I { .1~
} U a

(~.~ua1}Uik~~~)

or A ~U o~ A and

~,

for all i
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Applying H6 generally is extremely expensive. Fortunately, if H6 is applied
locally to a single Ilode, then it prodtices a global theoretical nlinimal label for
tllat node.
Logically, only rules H5 and H6 are needed. Rules HI and 1—12 are unit versions of
115 and H6 and are run first (a unit-preference strategy). Rule H3. also a
unit-preference rule, is unrelated to HSor H6 but is present for efficiency reasons.
Rule H-i efficiently achieves all the effects of rule H5 for binary disjunctions and
some of the effects of rule 1-16.
If assumptions have many justifications. then it is often more efficient to modify
rules Hi, H5 and H6 to produce the corresponding explicit justifications.
8.5. Using resolution
‘The resolution rules H1—H1 are very fast. However, hyperresolution rules H5
and H6 severely reduce the efficiency of the ATNIS. For many applications
the extra problem-solving work resulting from ignoring hvperresolution rules
H5 and H6 is less than the slow-down of the ATMS produced by using the rules.
Thus for many cases, the rules are either not worth using, or their necessity indicates
an inappropriate formulation of the task. The implementation employs a mode flag
which has four possibilities: nothing: only employ rules H1—H4: resolve nogoods:
only employ rules H1—H5, hut only apply H6 if explicitly requested; lazy resolve:
employ rules Hi—H5, but only apply H6 to the label of a node when it is accessed by
the problem solver; and resolve everything. Each mode is useful forsome purposes.
Mode nothing. Even without rules H5 and H6. interpretation construction
finds all interpretations. This is the default mode of the ATMS. Label completeness is satisfied for extensions but not for other contexts. Label consistency
is also lost. The AIMS will not find all the contradictions until interpretation
construction discovers thenl indirectly. A node may incorrectly have a nonempty label because the contradiction which would invalidate its label will not
be found. This inability to discover au nogoods during prohlenl solving fllealls
that the problem solver rna~’explore possibilities which are inlpossihle.
In this mode, interpretation construction is slow because the set of
illterilll interpretations S1 grows nonmonotonicaliv. Thus the expense of interpretation construction is potentially unbounded with respect to the number of
ill terpretations.

Mode resolve nogoods. Sometimes large portions of the search space are
worthless and this can only be discovered by exploring it. In tllis case utilizing
the rule H5 is useful. In this mode ATNIS. the label consistency is achieved. hut
labels are still incomplete with respect to nonextension contexts.
In this mode, interpretation construction is relatively fast as the expense of
interpretation construction is on the order of tile number of illterpretations.
ilowever, interpretation construction can often be bypassed because every node
\vitll a nonemptv label is guaranteed to hold under s~nieinterpretation ~llld jUst tilis
piece of infornlation may be sufficient for tile problem-solving task. ‘lIltis, every
datum which has a nonemptv label holds ill some interpretation alld consequently

196

t

J. DE KLEER

~ the problem solver will never work on impossible parts of the search space.
Mode lazy resolve. This mode follows from the observation that if H I —H5 are
- employed, then H6can he applied toa single label toobtain a global minimum label.
~ Mode resolve everything. The final mode. resolve everything has a slight
t- advantage over lazy resolve if there are a great many queries. The advantage is
D that simpler environments are resolved first, and before the resolver is reinc. yoked, the label-update algorithm updates all the consequences usually ren~ dering the resolution rule inapplicable to the updated nodes (i.e., it has already
i~been done indirectly).
9. Further Research
~ This paper illustrates how arbitrary propositional and nonmonotonic formulas
~ can be communicated to the ATMS while retaining its multiple-context
i capability. However, for any particular task there are usually a variety of
t encoding techniques which apply. Some of these will be incomplete for the task
s and others will be extremely inefficient. Choosing the appropriate encoding
:q that is complete enough for the task, but incomplete enough to avoid extreme
~ inefficiency is, at the moment, an art. This is an important area for future research.
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