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Abstract—Comorbidities - cases in which patients have
two or more chronic conditions - impose burden on the
health care system as well as society. Causal relationships
and interaction among different diseases in the comor-
bidity set is complex, and not yet completely understood
by the medical community. Understanding the causality
between diseases is an essential element of science of
medicine. Patient treatment would also be more efficient
if better knowledge of causality was available. There are
different approaches to shed more lights on causality in
medicine. In this article, we propose two approaches. One
is using statistical causal inference algorithms on electronic
medical data to identify potential causal relationships
among diseases. In the second approach, we use qualitative
modeling techniques to build models of disease mecha-
nisms. Each one of these directions has its own pitfalls.
The assumption is integrating the two approaches will
minimize the drawbacks of each. The integration involves
using qualitative models of underlying disease mechanisms
to evaluate and explain the potential causal relationships
resulted from the causal inference algorithms. This in-
tegration is complex, and require big effort from the
community. In this article, we are proposing new research
direction based on our preliminary work.
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I. INTRODUCTION

Understanding comorbidity — cases in which pa-

tients have two or more chronic conditions — is im-

portant for many reasons. People suffering from mul-

tiple coexisting chronic diseases are becoming more

prevalent. Comorbidities was named the 21st century

challenge for healthy aging by the "White House Con-

ference on Aging" in 2014. In developed nations, about

one in four adults have at least two chronic condi-

tions, and more than half of older adults have three or

more chronic conditions. In the United States, the $2

trillion healthcare industry spends 71¢ of every dollar

on treating individuals with comorbidities. In Medicare

spending, the amount rises to 93¢ of every dollar.

Better health care is increasing the lifespans of people

with chronic diseases making it more likely they can

develop additional diseases [6]. Treating patients with

comorbid conditions is more complex. Many health care

systems are designed for single disease treatments, and

applying those individual treatments to a patient with

multiple conditions can lead to poor outcomes [12]. A

better understanding of comorbidities would improve

treatments, leading to a better quality of life for patients,

all while reducing costs.

There are many approaches to improve the under-

standing of comorbidities. One of the most fundamental

is to rigorously define what comorbidity means [13].

This ensures that different data sources describe the

same phenomena. Other approaches include population

level studies such as Nicholson et al. [8] that aim to

examine the prevalence and burden of comorbidity using

electronic medical records (EMR) data. This type of

understanding helps to predict which cohorts are at

higher risk to develop a disease in the future. These

insights can be reinforced by using techniques such as

temporal Bayes networks [4] to study the course of

comorbidity at a more detailed level.

Our approach to understanding and explaining co-

morbidites relies on using EMR data supported with

knowledge of physiological mechanisms and the ability

to simulate the behavior of systems of mechanisms.

A casual inference algorithm is used on EMR data to

reveal which diseases are likely to appear together in

patients. In order to explain these potential causal infer-

ences we use a qualitative mechanistic model of human

physiology. The mechanisms are cast in terms familiar

to medical professionals giving the model explanatory

power. The qualitative model is used to understand the

ways that a healthy system could be altered to produce

the symptomology of a patient.

In the following, we first present our approach on

using statistical causal inference algorithms on EMR

data to identify potential causal relationships among

comorbidities. Then we present our qualitative model

using the underlying mechanisms of healthy human

physiology. Following that, we demonstrate how model

of unhealthy mechanism can help understand the causal-

ity between comorbidities.
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II. CAUSAL INFERENCE ALGORITHMS AND MEDICAL

DATA

Many fields of science are interested in understanding

cause-effect relationships between variables. Experi-

mental intervention is often used to find these relation-

ships. In many settings, however, experiments due to

lack of time, high cost or ethical constraints are in-

feasible. We therefore consider the problem of inferring

causal information from observational data.

More interesting questions in the health as well as

other fields are causal in nature rather than associational.

For example, efficacy of a given drug in a given popu-

lation; whether one disease can lead to next ones; what

was the cause of death for a given individual with a spe-

cial medical history? These are causal questions because

they require some knowledge of the data-generating

process; data alone cannot identify the causation nor

the distribution that govern the data.

There are many causal inference algorithms as Pearl

surveyed in [9]. Common frameworks for causal infer-

ence are structural equation modeling and the Rubin

causal model [10]. Granger causality test [1] is another

causal inference. There are a number of different causal

inference algorithms such as PC [2] and FCI [11].

These algorithms tell us which variables could or could

not be a cause of some variable of interest. They do

not, however, give information about the size of the

causal effects. Many of these algorithms make strong

assumption of no latent variables, which is frequently

violated in practice.

A. Limitations of causal inferences

Healthcare data sets consist of both structured and

unstructured information. Ideal rich EMR data sets

include personal and family medical history, treatments,

procedures, laboratory tests, large collections of com-

plex physiological information, medical imaging data,

genomics, and socio-economic and behavioral data.

Even these ideal data sets do not capture all aspects

of comorbidiites and the causal effects. It is known in

the literature [7] that anti-asthma drugs taken during

pregnancy is associated with risk of autism. These types

of relationship would be difficult to discover using only

EMR data.

Moreover, no matter how good EMR data is, medical

data is noisy and biased in most cases. The complex

nature of the factors involved in transforming the verbal

information exchange between patients and physicians

into written information on medical charts and from

there to International Classification of Disease (ICD)

codes used in EMR data leads to enormous coding

errors. In addition, different hospitals have different

coding quality standards. The medical claims are the

backbone of EMR data, but they are collected for billing

purposes, which brings yet another source of bias and

noise into the data. Coders, hospital administrators,

health providers, payers, and patients have different

perspectives and expectations when it comes to the

medical data. This multi-faceted nature of medical data

makes a big impact on the way data is collected and how

it will be mined. Inventing algorithms that measure and

quantify the quality of data from different resources,

and filtering noise and bias from the data will be an

inevitable part of working with medical data.
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Figure 1: Results from top 37 causal estimation from

PC algorithm. Green edges capture a plausible causal

relationships between the two diagnoses clusters; red

edges demonstrate the relationships that medically are

not causal; blue edges show the causal relationships pro-

posed by the algorithm that in reality they have inverse

causal relationships; the dark orchid color capture the

inverse inclusion relationship.

Our inpatient data set included mainly the claim data.

The data coveres nine million unique patient IDs while

a portion of patients had about three and half years

presence in the data. Each patient’s visit has a set of

diagnoses. The original data was collected in ICD9

codes. The ICD9 codes were then grouped based on

clinical relevance of the codes; for example, a group

of diagnoses of heart disease maybe grouped into one

diagnosis.

The grouping algorithm is a commercial one devel-

oped by Midas+, but in order to regenerate the results

one can use the Clinical Classifications Software (CCS)

available at AHRQ. As the result, each line in the data is

a sequence of diagnoses groups for each patient hospital

admission. Then the data is converted into adjacency

matrix (A) where rows and columns are the unique

diagnoses groups, and Ai j is number of times diagnosis

group i and j appear together in any patient.

We implemented PC Algorithm on longitudinal in-
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patient sample data of over nine million unique pa-

tient data. PC algorithm resulted in noisy and often

invalidated relationships between comorbidities. We at-

tempted to validate and explain the results by talking

to medical doctors and researchers as well as reviewing

the extensive medical knowledge in literature and other

databases. Figure 1 captures the results.

Besides the quality of data, there was something more

fundamentally wrong about using only EMR data. In the

next section, we describe the solution we pursued.

III. FROM CAUSAL INFERENCES TO EXPLANATIONS

USING SEMI-QUALITATIVE MECHANISMS

Understanding comorbidities requires a deeper un-

derstanding than casual inferences alone can provide.

Inferences uncover shallow relationships between the

diseases in terms of their statistical co-occurrence that

make no connection to the causes of any disease as

medical experts would understand it. Understanding

why particular diseases occur together requires an ex-

planation in terms of physiological mechanisms. This

modeling approach connects with the way that medical

experts understand disease and augments that knowl-

edge with the ability to simulate. This will help im-

prove understanding about how diseases affect patients

health as well as support development of more effective

interventions.

We use semi-qualitative mechanisms in order to pre-

dict and analyze the dynamic behavior of physiological

feedback systems in human beings. The model outputs

are quantitative, numerical, continuous time series data

that are analyzed by their qualitative behavior. Many

physiological systems use mechanisms that work in

balanced opposition to achieve an equilibrium within

their internal environments. Trends in the quantity of

variables as well as the sequence of events in time is

sufficient to determine if the feedback system is able to

maintain equilibrium, thus inferring good health. The

use of mechanisms makes it possible to diagnose the

system and form hypotheses about which part of the

system is causing the system to go out of equilibrium.

Semi-qualitative mechanisms share many similarities

with rate-based processes described by Langey and Ar-

vay [3]. The main difference is that their processes use

continuous valued rates while our mechanisms produce

a binary output. A mechanism is an unobserved causal

driver of changes in a dynamic system that influences

the derivatives of variables. These mechanisms form

the fundamental components of a complete model of a

physiological system. A set of mechanisms will compile

into an ordinary differential equation model and can be

simulated to produce continuous numerical trajectories.

These trajectories can be analyzed for their qualitative

behavior such as overall trends and the temporal order

of particular events in the simulation.

Table I shows an example of two different mecha-

nisms. Each mechanism has a name that should reflect

its function to facilitate model understanding. The ac-

tivation condition is a logical expression that can be

evaluated to produce a binary output. the d[variable]

notation indicates the derivative of variable with re-

spect to time. Every mechanism will influence at least

one variable derivative with an integer multiple of the

activation condition. The integers can be positive or

negative depending on the definition of the mechanism.

The integer values are set during model construction

and can be adjusted in order to fit available data. The

influence of multiple mechanisms on a single derivative

are additive. The set of individual mechanisms that

define a physiological system compile into an ordinary

differential equation model.

Table I: Two example mechanisms. d[x] notation indi-

cates the time derivative of x.

fat_metabolism
activation condition: IF ( AND ( cortisol >=1, fat-stores

> 0), 1, 0
equations: d[fat-stores] = -1 · condition

d[fat-fuel] = 1 · condition

glycogenesis
activation condition: IF ( insulin >= 1), 1, 0
equations: d[glucose] = -1 · condition

d[glycogenl] = 1 · condition

The complete model is validated using its qualitative

behavior. A model of a healthy system will produce

trajectories that have constant means and variances.

The model of health can be used as a baseline to test

hypotheses about mechanisms that cause disease. New

mechanisms can be introduced to the model and the

affect on the trajectories is observed. Many disease

symptoms manifest when variables that are supposed to

be in controlled go outside of their normal limits. Some

of these symptoms include weight gain, fever, high

blood pressure, low blood sugar, and many others. The

model predicts the direction of the trend of a specific

variables, too high or low, which correspond to disease

symptoms. In this way pathophysiological mechanisms

in the model are linked to disease symptoms in people.

There are several ways that physiological feedback

systems can fail to maintain control, resulting in a

diseased state. It is possible that the system is working

properly but is simply overwhelmed. For example, in

exceptionally cold environments the body will shiver

to generate more heat. That may not be enough to

overcome heat loss to the environment. The rate of heat

loss depends in part on the temperature differential. One

way to model this phenomenon is to have an excessive
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heat loss mechanism that activates when the temperature

differential exceeds some threshold. Another way would

be to increase the magnitude coefficient on the existing

heat loss mechanism, increasing its effectiveness and

allowing it to dominate the behavior of that variable.

Another failure mode is a breakdown of the feedback

system’s ability to generate a response or detect the

signal that it should respond. The outcome is the same in

either case: no response. An example of these types are I

and type II diabetes which affect the glucose regulatory

system. In type I diabetes, the regulatory system is

unable to generate a response because the pancreatic

cells are severely damaged. This can be modeled by

removing the mechanisms that generate the hormones

entirely or setting their derivatives coefficients to zero.

In type II diabetes, the pancreas is working properly

but other cells do not respond to the hormone signals

released by the pancreas. This scenario can be captured

in a model by changing the activation condition of the

mechanisms that respond to those hormones so that they

ignore the hormones all or most of the time.

This approach to understanding single diseases must

be taken a step further in order to understand how

another disease affects an already diseased system.

These types of comorbid conditions are what is uncov-

ered during our causal analysis of electronic medical

records data. We wish to understand and explain if and

how the diseases are related. The next section presents

an example of a mechanism based model of several

physiological systems that can be used to understand

comorbidities.

A. A model of multiple regulatory structures and co-
morbid diseases

Figure 2 shows the diagram of a model of energy

regulation in the human body. The diagram depicts

variables in ovals and mechanisms in rectangles. Solid

arrow connectors reflect changes to that variables quan-

tity, with arrows pointing out reflecting a decrease and

an arrow in meaning an increase. Dashed lines reflect a

relationship between a variables quantity and a mecha-

nisms activation condition. An arrowhead on a dashed

connection represents a ceiling activation condition,

while a circle represents a floor. The mechanism will

activate once that variable reaches some ceiling or floor

value. Generally there will be a separate mechanism

responsible for responding to each type of activation

condition, which echoes knowledge about physiological

systems.

Figure 2: Daigram of energy regulation in the human

body

There are a total of 15 variables and 35 mechanisms

in this model of a healthy system. Nine of the variables

are signaling hormones that take binary values. This

is a qualitative simplification that assumes that mecha-

nisms respond to hormones once they reach a threshold,

and that hormones reach that threshold quickly once

they are produced. The other six variables are integer

quantities that correspond to active and passive energy

metabolites. Each of the six variables have their own

regulatory feedback structure and overlap in some of

their signaling hormones creating complicated connec-

tivity. The energy regulation model is based on known

physiological systems.

The six metabolite quantities in the energy balance

model include the levels of glucose, fat-fuel, protein-

fuel and serum-cholesterol in the blood stream, as well

as fat-stores and glycogen-stores. When the digestion

mechanism is active it increases the level of glucose,

fat-fuel, protein-fuel and cholesterol in the blood stream.

Excess quantities of these metabolites are converted to

fat-stores or glycogen-stores by various mechanisms.

The metabolites can be synthesized from these stores

when their quantities in the blood become too low. The

balancing act between energy needs creates a system

that oscillates over short time periods but maintains a

constant average over longer time periods.

The set of 35 mechanisms compiles into a differential

equation model. With initial and activation condition

values, the model produces the trajectories in Figure

3a. The model reaches an equilibrium which is charac-

teristic of a healthy system. In addition, the model of

a healthy system will be able to return to equilibrium

even if perturbed. The quantities on the vertical axis are

unit-less and arbitrary so inferences about why certain

variables have larger quantities than others cannot be
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(a) Healthy

(b) Energy excess

(c) Diabetes

Figure 3: From top to bottom, trajectories for a) healthy

system. b) excess energy intake c) type II diabetes

made. This healthy model is used as the baseline to un-

derstand how introducing different pathophysiological

mechanisms changes the behavior of the trajectories.

B. Disease scenario 1 - excess energy intake

Once the baseline model of health (Figure 2) is

developed, it is possible to introduce pathophysiological

mechanisms or different environmental conditions. We

evaluate a hypothetical scenario by altering the feedback

mechanism for appetite control, weakening its effective-

ness. This could correspond to an environment where

unlimited amounts of food are always available. The

result of this change introduces a chronic energy excess

into to the system and produces the trajectories in Figure

3b.

Initially the trajectories in Figure 3b remain in con-

trol. The excess energy in the system is being converted

into fat-stores. There is some physical limitation to the

quantity of fat that can be stored in the human body

and this value is represented in the model as 1200 units.

Once fat-stores reaches 1200, excess energy intake can

no longer be stored. At that point both glucose and

serum-cholesterol go out of control. The trend lines for

those two variables have a positive slope.

We can draw several inferences from the trajectories

and link them to known diseases. First, it takes some

time to reach the state where fat can no longer be stored.

This corresponds to the definition of obesity but its onset

is not sudden. Second, although glucose goes out of con-

trol, it is not due to the glucose regulatory mechanism

breaking down. Rather it is overwhelmed and unable

to maintain control. The end result is elevated glucose,

which is one of the symptoms of diabetes. Finally,

the trajectories show that fat-stores increases prior to

serum-cholesterol and glucose going out of control.

This temporal order provides a useful inference about

diseases that may develop later. In this case, elevated

serum-cholesterol levels are linked to the development

of atherosclerosis which is itself linked to high blood

pressure.

C. Disease scenario 2 – type II diabetes

Type II diabetes is a disease caused by changes in

the way that cells respond to the presence of insulin.

Cells become less responsive to the insulin signal and

as a result, do not uptake excess glucose as readily.

This phenomena can be modeled by once again starting

from the healthy system from Figure 2 and changing the

activation condition of the glucose uptake mechanism

(glycogenesis) to include a probabilistic factor. If that

factor is set to a 25% response rate, the simulation

generates the trajectories in Figure 3c. That response

rate means that the mechanism only responds on average

1/4 of the times that it is supposed to.

The results of this experiment are shown in Figure

3c. Compared to the healthy system in Figure 3a,

this disease causes more variance in the trajectories,

particularly for the glucose curve. Despite the higher

variances, most of the variables remain stationary and

show no positive or negative trends. Serum-cholesterol

is the exception and after the initial stabilization period,

it develops a positive trend.

We can draw a few inferences from this model of

diabetes. First, the average value of glucose across the

entire data set as well as the variance are both higher

compared to the healthy model. This is an intuitive

result given the altered mechanism that accounts for

insulin insensitivity and it matches known symptoms of

diabetes. The simulation also predicts that cholesterol

levels will increase. As we noted before, elevated levels

of cholesterol eventually can lead to high blood pres-

sure. These model predictions show that type II diabetes

will cause high blood pressure even if glucose levels

remain in control. This inference is interesting because

it proposes an explanation for how one disease causes

another.

This modeling technique supports causal inferences

with an explanatory model that captures the regulatory

behavior of the human body. The model is constructed

from physiologically plausible mechanisms that medical

experts are familiar with. The model makes semi-

qualitative predictions about variables that change over
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time. The behavior of the variables, increasing, decreas-

ing, or steady, corresponds to certain disease conditions.

The disease conditions predicted by the model are

explained by their mechanisms in terms that medical

professionals will understand so that they can then make

better decisions.

IV. COMBINING CAUSAL INFERENCES WITH

MECHANISMS

Explanatory models of comorbidities are important

because they guide treatment decisions. Simple models

of the form shown in Figure 1 in which nodes represent

conditions and arrows represent causal relationships are

insufficient for planning treatments. To illustrate, con-

sider the abstract case of disease A causing disease B. If

a patient has both diseases, will simply treating disease

A be sufficient? Perhaps, but without an explanatory

model to guide treatment this causal connection is not

useful. In the rest of this section, we describe how

explanatory models support model validation, patient

observation, and treatment using examples.

A. Support for Model Validation

Medical researchers begin with statistical relation-

ships between conditions. With the introduction of elec-

tronic medical records, bioinformatics researchers have

developed new tools to identify orders of magnitude

more potential relationships between diseases [5]. In

the diabetes lower leg amputation example, to validate

the causal link between the increased body mass from

diabetes and lower leg amputation, researchers con-

ducted experiments to measure the peak plantar pres-

sure in diabetic people. They found that body weight

only accounts for less than 14% of the variance thus

weakening the importance of this causal connection.

This model validation step is essential in determining

treatment decisions.

B. Support for Clinical Decisions

Healthcare providers use explanatory models to de-

termine patient treatment and guide the monitoring of

a single condition to ensure that it does not cause

other conditions. In the asthma-autism connection, this

involves changing the asthma medication for potential

mothers. In the diabetes-amputation connection, the

explanatory model explores if lower-leg stress can be

identified through changes in temperature. The purpose

of this statement is to support clinicians who are mon-

itoring diabetic patients to identify those that are at

risk of developing ulcers that would lead to lower leg

amputation.

Given a comorbid patient, explanatory models guide

the treatment process. Instead of treating each condition

in isolation, it is important to identify potential interac-

tions between them. In the obesity-diabetes case, it is

important that the treatment of diabetes does not lead to

weight gain as that will counteract whatever treatment

is being given to obesity.
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