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ABSTRACT 
A qualitative physics predicts and explains the behavior of mechanisms in qualitative terms. The goals 
for the qualitative physics are (1 )  to be far simpler than the classical physics and yet retain all the 
important distinctions (e.g., state, oscillation, gain, momentum) without invoking the mathematics of 
continuously varying quantities and differential equations, (2) to produce causal accounts of physical 
mechanisms that are easy to understand, and (3) to provide the foundations for commonsense models 
for the next generation of expert systems. 

This paper presents a fairly encompassing account of qualitative physics. First, we discuss the 
general subject of naive physics and some of its methodological considerations. Second, we present a 
framework for modeling the generic behavior of individual components of a device based on the notions of 
qualitative differential equations (conjluences) and qualitative state. This requires developing a 
qualitative version of the calculus. The modeling primitives induce two kinds of behavior, intrastate and 
interstate, which are governed by different laws. Third, we present algorithms for determining the behavior 
of a composite device from the generic behavior of its components. Fourth, we examine a theory of 
explanation for these predictions based on logical proof. Fifth, we introduce causality as an ontological 
commitment for explaining how devices behave. 

1. Introduction 

Change is a ubiquitous characteristic of the physical world. But what is it? 
What causes it? How can it be described? Thousands of years of investigation 
have produced a rich and diverse physics that provides many answers. Im- 
portant concepts and distinctions underlying change in physical systems are 
state, cause, law, equilibrium, oscillation, momentum, quasistatic ap- 
proximation, contact force, feedback, etc. Notice that these terms are qualita- 
tive and can be intuitively understood. Admittedly they are commonly quan- 
titatively defined. The behavior of a physical system can be described by the 
exact values of its variables (forces, velocities, positions, pressures, etc.) at each 
time instant. Such a description, although complete, fails to provide much 
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insight into how the system functions. The insightful concepts and distinctions 
are usually qualitative, but they are embedded within the much more complex 
framework established by continuous real-valued variables and differential 
equations. Our long-term goal is to develop an alternate physics in which these 
same concepts are derived from a far simpler, but nevertheless formal, qualita- 
tive basis. 

The motivations for developing a qualitative physics stem from outstanding 
problems in psychology, education, artificial intelligence, and physics. We want 
to identify the core knowledge that underlies physical intuition. Humans 
appear to use a qualitative causal calculus in reasoning about the behavior of 
their physical environment. Judging from the kinds of explanations humans 
give, this calculus is quite different from the classical physics taught in class- 
rooms. This raises questions as to what this (naive) physics is like, and how it 
helps one to reason about the physical world. 

In classical physics, the crucial distinctions for characterizing physical change 
are defined within a non-mechanistic framework and thus they are difficult to 
ground in the commonsense knowledge derived from interaction with the 
world. Qualitative physics provides an alternate and simpler way of arriving at 
the same conceptions and distinctions and thus provides a simpler pedagogical 
basis for educating students about physical mechanisms. 

Artificial intelligence and (especially) its subfield of expert systems are 
producing very sophisticated computer programs capable of solving tasks that 
require extensive human expertise. A commonly recognized failing of such 
systems is their extremely narrow range of expertise and their inability to 
recognize when a problem posed to them is outside this range of expertise. In 
other words, they have no commonsense. In fact, expert systems usually cannot 
solve simpler versions of the problems they are designed to solve. The missing 
commonsense can be supplied, in part, by qualitative reasoning. 

A qualitative causal physics provides an alternate way of describing physical 
phenomena. As  compared to modern physics, this qualitative physics is only at 
its formative stages and does not have new explanatory value. However, the 
qualitative physics does suggest some promises of novelty, particularly in its 
explicit treatment of causality-something modern physics provides no for- 
malism for treating. 

Our proposal is to  reduce the quantitative precision of the behavioral 
descriptions but retain the crucial distinctions. Instead of continuous real- 
valued variables, each variable is described qualitatively-taking on only a 
small number of values, usually +, -, or  0. Our central modeling tool is the 
qualitative differential equation, called a confluence. For example, the qualita- 
tive behavior of a valve is expressed by the confluence1 d P  + d A  - dQ = 0 
where Q is the flow through the valve, P is the pressure across the valve, A is 

'We  make no attempt to keep the units consistent. 
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the area available for flow, and dQ, dA, and dP  represent changes in Q, A,  and 
P. The confluence represents multiple competing tendencies: the change in 
area positively influences flow rate and negatively influences pressure, the 
change in pressure positively influences flow rate, etc. The same variable can 
appear in many confluences and thus can be influenced in many different ways. 
In an overall system each confluence must be satisfied individually. Thus if the 
area is increasing but the flow remains constant, the pressure must decrease no 
matter what the other influences on the pressure are. A single confluence often 
cannot characterize the behavior of a component over its entire operating 
range. In such cases, the range must be divided into subregions, each charac- 
terized by a different component state in which different confluences apply. For 
example, the behavior of the valve when it is completely open is quite different 
from that when it is completely closed. These two concepts, of confluence and 
of state, form the basis for a qualitative physics, a physics that maintains most 
of the important distinctions of the usual physics but is far simpler. 

In presenting our qualitative physics, we rederive a large number of the 
concepts of classical physics. As the derivation is often novel, we simplify 
matters by drawing most of our examples from the same device: the pressure- 
regulator (see [16]). The pressure-regulator2 illustrated in Fig. 1 is a device 
whose purpose is to maintain a constant output pressure (at C) even though the 
supply (connected to A)  and loads (connected to C) vary. An explanation of 
how it achieves this function might be: 

More sophisticated considerations than discussed in this paper dictate that most actual pressure- 
regulators be designed quite differently, but this figure accurately illustrates the central feedback 
action of regulators. 
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An increase in source (A) pressure increases the pressure drop across the valve (B). 
Since the flow through the valve is proportional to the pressure across it, the flow 
through the valve also increases. This increased flow will increase the pressure at the 
load (C). However, this increased pressure is sensed (D) causing the diaphragm (E) 
to move downward against the spring pressure. The diaphragm is mechanically 
connected to the valve, so the downward movement of the diaphragm will tend to 
close the valve thereby pinching off the flow. Because the flow is now restricted the 
output pressure will rise much less than it otherwise would have. 

This explanation characterizes the essential idea underlying the operation of 
the pressure-regulator that is designed to achieve a kind of homeostasis by 
sensing its own output and adjusting its operation. Systems that operate on this 
principle are subject to oscillation due to phase delay in the sensing and 
destructive feedback when used inappropriately. The foregoing explanation and 
analyses of feedback action are all derivable from our qualitative physics. No 
quantitative or analytical analysis is required, yet it is possible to identify the 
essential characteristics of the pressure-regulator's operation. 

1.1. ENVISION 

One of the central tenets of our methodology for exploring the ideas and 
techniques presented in this paper is to construct computer systems based on 
these ideas and compare their results with our expectations. Except when 
noted otherwise, everything has been implemented and tested in this way. The 
program ENVISION has been run successfully on hundreds of examples of various 
types of devices (electronic, translational, hydraulic, acoustic, etc.). Although 
we view constructing working programs as an important methodological stra- 
tegy for doing research, the existence of a working implementation contributes 
little to the conceptual coherence of the theory. In this paper we focus on 
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presenting the ideas of our conception of naive physics. We therefore leave out 
extensive examples, computer printouts or the algorithms that produce them. 

Although the algorithms ENVISION uses are not the primary focus of this 
paper, a brief description of its inputs, outputs, and success criteria clarifies the 
stage for the following conceptual presentations. ENVISION'S basic task is to 
derive function from structure for an arbitrary device. It relies on a single 
library of generic components and uses the same model library to analyze each 
device. The input to ENVISION is a description of a particular situation in terms 
of (a) a set of components and their allowable paths of interaction (i.e., the 
device's topology), (b) the input signals applied to the device (if any), and (c) a 
set of boundary conditions which constrain the device's behavior. ENVISION 

produces a description of the behavior of the system in terms of its allowable 
states, the values of the system's variables, and the direction these variables are 
changing. Most importantly, it produces complete causal accounts and logical 
proofs for that behavior. Both of these analyses provide explanations of how 
the system behaves with the causal analysis also identifying all possible feed- 
back paths. 

The success criteria for ENVISION are also important. Our physics is qualita- 
tive and hence sometimes underdetermines the behavior of a system. In these 
cases, ENVISION produces a set of behaviors (we call these interpretations). At a 
minimum, for a prediction to be correct, one of the interpretations must 
correspond to the actual behavior of the real device. A stronger criterion 
follows from observing that a structural description, abstracted qualitatively 
(i.e., the device topology), of a particular device implicitly characterizes a wide 
class of different physically realizable devices with the same device topology. 
The stronger criterion requires that (a) the behavior of each device in the class is 
described by one of the interpretations, and (b) every interpretation describes the 
behavior of some device of the class. 

1.2. Organization 

The remainder of this paper is divided into five major sections, each addressing 
a particular aspect of our qualitative physics. Each can be read as a separate 
unit. Section 2, 'Naive Physics', introduces the subject of naive physics and 
discusses some of its methodological considerations. We present the major 
paradigmatic assumptions that underlie the architectures and organizations of 
the remaining sections. Section 3, 'Modeling Structure', presents the techniques 
by which we can model the generic behavior of individual components of a 
device. We discuss the basic modeling primitives: the qualitative differential 
equation (confluence) and the notion of qualitative state. Section 4, 'Prediction 
of Behavior', discusses algorithms to determine the behavior of a composite 
device from the generic models of its individual components. In this section, we 
introduce the distinction of behavior within a state from behavior between 
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states. The algorithms determine what the behavior is, not an explanation of it. 
In Section 5 ,  'Explanation of Behavior', we present a form of logical explana- 
tion of behavioral predictions-a kind of proof using a natural deduction 
scheme. The logical explanation turns out to be unsatisfactory as it makes no 
ontological commitments, just epistemological ones. In Section 6, 'Causality 
and Digital Physics', we present a completely different kind of explanation, one 
which explains device behavior in terms of how the device itself achieves its 
behavior. This information-processing view of causality may also serve as the 
basis for an alternate kind of physics. 

We present a new unifying framework: the qualitative differential equation. 
This new research builds on the ideas of qualitative value, component models, 
and envisioning developed in earlier investigations [5-71. These concepts and 
our methodology are discussed in more detail in our earlier papers. Some of 
the important concepts developed in this paper are: 
- Quasistatic approximation. Most modeling, whether quantitative or qualita- 
tive, makes the approximation that behavior at some small time scale is 
unimportant. In modern thermodynamics, this concept is central to the 
definition of equilibrium. Until now, qualitative physics has treated this model- 
ing issue in both an ad hoc and tacit manner. In our formulation, quasistatic 
assumptions play a theoretically motivated and explicit role. 
- Causality. The behavior of a device is viewed as arising from the interactions 
of a set of processors, one for each component of the 'device'. The in- 
formation-passing interactions of the individual components are the cause- 
effect interactions between the device's components. Within this framework, 
causal accounts are defined (as interactions that obey certain metaconstraints) 
and their limitations explored. 
-Mythical causality and mythical time. Any set of component models makes 
some assumptions about device behavior (i.e., quasistatic assumptions) and 
hence cannot, in principle, yield causal accounts for the changes that must 
occur between equilibrium states of a system. In order to handle this problem 
we have defined new notions of causality and time (i.e., mythical causality and 
mythical time) cast in terms of information-passing 'negotiations' between 
processors of neighboring components. 
- Generalized machines. Many physical situations can be viewed as some kind 
of generalized machine, whose behavior can be described in terms of variable 
values. These variables include force, velocity, pressure, flow, current, and 
voltage. 
-Proof as explanation. Physical laws, viewed as constraints, are acausal. We 
discuss how a logical proof of the solution of a set of constraints is a kind of 
acausal explanation of behavior. 
- Qualitative calculus. Qualitative physics is based on a qualitative calculus, the 
qualitative analog to the calculus of Newton and Leibniz. We define qualitative 
versions of value, continuity, differential, and integral. 
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-Episodes. Episodes are used to quantize time into periods within which the 
device's behavior is significantly different. 
-Digital physics. Each component of a physical system can be viewed as a 
simple information processor. The overall behavior of the device is produced by 
causal interactions between physically adjacent components. Physical laws can 
then be viewed as emergent properties of the universal 'programs' executed by 
the processors. A new kind of physical law might thus be expressible as 
constraints on these programs, processors, or the information-flow among 
them. 

2. Naive Physics 

There is a growing amount of research in the area of naive physics, although 
often under different titles (e.g., qualitative process theory, qualitative physics, 
commonsense knowledge, or mechanistic mental models [5, 6, 7, 9, 10, 14, 15, 
17, 21, 221). All propose formalizing the commonsense knowledge about the 
everyday physical world, but each views this task rather differently. It is thus 
important to make clear what the current enterprise is all about. Naive physics 
is in itself an ambiguous term. Is it just bad physics? Is it psychology? Artificial 
intelligence? Physics? All these questions deserve to be asked and we take 
pains to answer them. 

Naive physics concerns knowledge about the physical world. It would not be 
such an important area of investigation if it were not for two crucial facts: (a) 
people are very good at functioning in the physical world, and (b) no theory of 
this human capability exists that could serve as a basis for imparting it to 
computers. Modern science, which one might think should be of help here, 
does not provide much help. Although the modern mathematics in which most 
physical laws are expressed is relatively formal, the laws are all based on the 
presupposition of a shared unstated commonsense prephysics knowledge. 
Hence, it is not surprising that artificial intelligence has been rather unsuccess- 
ful at building systems that require physics problem-solving. The knowledge 
presented in textbooks is but the tip of the iceberg about what actually needs to 
be known to reason about the physical world [9]. Even the physicist will agree 
that he is not using his formal physics when avoiding an automobile collision or 
jumping back from his seat after someone has spilled hot coffee on the table. 
This is hardly an indictment of modern physics-why should it address itself to 
a subject area that every scientist takes as given? The formalisms of modern 
physics3 do not provide much direct help; we need to look elsewhere. 

Naive physics, as a theory, bears a resemblance to modern physics in two 
ways. First, it makes explicit claims about the knowledge necessary for deriv- 
ing, from relatively meager evidence about the world, the kinds of com- 

Although some informal attempts are being made for pedagogical purposes such as "physics for 
poets" or texts such as Conceptual Physics [18]. 
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monsense conclusions that modern physics takes as given. Second, naive 
physics makes claims about what constitutes information-rich idealizations 
about the world. For example, in Newtonian physics a crucial idealization is the 
notion of point mass; in our physics, direction of change is a crucial idealiza- 
tion. 

Our naive physics is also an idealization in other senses. It is not intended to 
be a psychological theory per se-although we use observations of human 
behavior as hints. We are not concerned with human foibles. Nor do we focus 
on one domain in particular, nor on one particular set of laws for a domain. 
Rather, we are concerned with the general form of those laws and the calculi 
for deriving inferences from the laws. 

As in the naive physics of Hayes [17], the actual mechanisms used to derive 
inferences of secondary importance, although we do want to characterize 
properties of the derivational apparatus. Unlike Hayes, we consider account- 
ing for how the physical system achieves its behavior a proper task of naive 
physics; note that he does not view the world as a collection of devices, and 
thus distinguishing 'how' from 'what' carries little weight in his framework. Our 
physics is based on viewing the world as a machine (albeit a very complex one). 

The main goal of our qualitative physics is to provide a theoretical frame- 
work for understanding the behavior of physical systems. We are particularly 
interested in prediction and explanation. It should be possible to predict (an 
important kind of inference) the future behavior of the physical system. It 
should also be possible to explain how the device achieves the predicted 
behavior. This kind of explanation is not based on how some algorithm 
constructs predictions, but rather how the device produces the behavior. T o  
answer this latter kind of 'how' question requires an ontological commitment to 
nature as mechanism. 

Our qualitative physics is based on a number of fundamental principles or  
paradigmatic assumptions. We briefly discuss each of these assumptions in turn, 
but first we need to make explicit the reasons why we chose dynamical systems 
(i.e., hydraulic, electrical, rotational, etc. systems) as a set of domains to focus 
our initial inquiry into qualitative physics. 

2.1. Our basic strategic move 

The essence of doing physics is modeling a physical situation, solving the 
resulting equations and then interpreting the results in physical terms. Model- 
ing a physical situation requires a description of its physical structure. Al- 
though there does not exist a general methodology for describing the structure 
of all physical situations, system dynamics4 [2, 20, 241 fortunately, provides a 

We mean the formalisms used in linear systems theory, not that of Forrester. System dynamics 
is used to model the behavior of dynamical systems of all types (e.g., mechanical, electrical, fluid 
and thermal) starting with a description of the system in terms of lumped ideal elements which 
interact through ideal interconnections. 
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methodology for describing a large and interesting collection of physical 
systems. Thus we initially focus our attention on this class of situations and on 
how behavior arises from structure and do not worry much about the extremely 
difficult issue of modeling more general physical situations. This move com- 
bined with our use of causality as an ontological principle results in a very 
mechanistic world view. Every physical situation is regarded as some type of 
physical device or machine made up of individual components, each com- 
ponent contributing to the behavior of the overall device. 

2.2. Qualitativeness 

The variables used to describe the behavior of the device can only take on a 
small predetermined number of values, and each value corresponds to some 
interval on the number line. Using a small number of values instead of a dense 
set of numbers means some information must be lost. However, our goal is to 
make a judicious choice for the qualitative intervals such that as little in- 
formation as possible about the important features of device functioning is lost. 
Thus the divisions between intervals are best chosen to be at singularities such 
as at zeros and discontinuities. As such, the formalisms underlying our qualita- 
tive calculus relates to the branch of mathematics that characterizes the 
qualitative behavior of systems of differential equations, i.e., catastrophe 
theory [23]. 

By taking the qualitative approach, some loss of information cannot be 
avoided. Sometimes so much information is lost that it is not possible to 
determine unambiguously the qualitative behavior. Although the consequences 
of ambiguity are important, the definitions and concepts we define are not 
significantly affected by the presence of ambiguity. Therefore, in the main flow 
of this paper we usually assume no ambiguity. In the appendices we discuss the 
subtle consequences of ambiguity that are important, but tangential, to the 
main arguments in this paper.' 

2.3. Structure to function 

We want to be able to infer the behavior of a physical device from a 
description of its physical structure. The device consists of physically disjoint 
parts connected together. The structure of a device is described in terms of its 
components and interconnections. Each component has a type, whose generic 
model (i.e., laws governing its behavior) is available in the model library. The task 
is to determine the behavior of a device given its structure and access to the 
generic models in the model library. 

Our  earlier work [7] focused almost exclusively on the problem of ambiguities and how 
representing ambiguities (i.e., multiple interpretations) can be useful in producing robust trouble- 
shooting systems that handle faults that fundamentally alter the underlying mechanism of the 
device. 
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The goal is to draw inferences about the behavior of the composite device 
solely from laws governing the behaviors of its parts. This view raises a difficult 
question: where do the laws and the descriptions of the device being studied 
come from? Unless we place some conditions on the laws and the descriptions, 
the inferences that can be made may be (implicitly) pre-encoded in the 
structural description or the model library. 

The no-function-in-structure principle is central: the laws of the parts of the 
device may not presume the functioning of the whole. Take as a simple 
example a light switch. The model of a switch that states, "if the switch is off, 
no current flows; and if the switch is on, current flows", violates the no- 
function-in-structure principle. Although this model correctly describes the 
behavior of the switches in our offices, it is false as there are many closed 
switches through which current does not necessarily flow (such as, two switches 
in series). Current flows in the switch only if it is closed and there is a potential 
for current flow. One of the reasons why it is surprisingly difficult to create a 
'context-free' description of a component is that whenever one thinks of how a 
component behaves, one must, almost by definition, think of it in some type of 
supporting context. Thus the properties of how the component functions in that 
particular supporting context are apt to influence subtly how one models it. 

2.5. Class-wide assumptions 

Those assumptions that are idiosyncratic to a particular device must be 
distinguished from those that are generic to the entire class of devices. For 
example, the explanation of the pressure-regulator's behavior ignored tur- 
bulence at the valve seat, Brownian motion of the fluid molecules, and the 
compressibility of the fluid; these are however all reasonable assumptions to 
make for a wide class of hydraulic devices. We call such assumptions class-wide 
assumptions, and they form a kind of universal resolution for the 'microscope' 
being used to study the physical device. 

Given this definition for class-wide assumptions, the no-function-in-structure 
principle can be stated more clearly: the laws for the components of a device of 
a particular class may not make any other assumptions about the behavior of 
the particular device that are not made about the class in general. An example 
of an undesirable non-class-wide assumption would be if the law for the valve 
stated that the area available for flow decreases as pressure goes up. This law is 
valid for the valve in the pressure-regulator, not for valves in general. 

Although as originally phrased, no-function-in-structure is unachievable, its 
essential idea is preserved through the use of class-wide assumptions. A 
presupposition behind no-function-in-structure is that it is possible to describe 
the laws and the parts of a particular device without making any assumptions 
about the behavior of interest. There is no neutral, objective, assumption-free way 
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of determining the structure of the device and the laws of its components. The 
no-function-in-structure demands an infinite regress: a complete set of engineer- 
ing drawings, a geometrical description, and the positions of each of its molecules 
all make some unwarranted assumptions for some behavior that is potentially of 
interest. Thus we admit that assumptions in general cannot be avoided in the 
identification of the parts and their laws, which is why class-wide assumptions are 
crucial. 

Class-wide assumptions play two important roles in our qualitative physics. 
First, they play a definitional role. Formalizing the idealization (i.e., qualitative 
physics) demands that we be explicit about which assumptions we are making. 
Second, and as important but not discussed in this paper, they are important 
for building expert systems. In constructing an expert system to design, 
operate, or  troubleshoot complex devices, it is critical to clearly state what 
assumptions are being used in modeling the given device. Thus, when the 
unexpected situation or  casualty occurs, these assumptions can be examined to 
determine whether the 'knowledge base' can be relied on. 

The most common kind of class-wide assumption is that behavior of short- 
enough duration can be ignored. Under this assumption the 'settling' behavior 
by which the device reaches equilibrium after a disturbance need not be 
modeled. As  'short-enough' is a relative term, this assumption can be made at 
many levels. This assumption plays a major role in studying the heating and 
cooling of gases. In classical physics, it is called the quasistatic approximation. 
For example, the lumped circuit formulation of electronics makes the quasi- 
static assumption that the dimensions of the physical circuit are small compared 
to the wavelength associated with the highest frequency of interest. Other 
examples of class-wide assumptions are that the mean free path of the fluid 
particles is small compared to the distances over which the pressure changes 
appreciably and that the rate of change of the fields is not too large. 

A particular set of class-wide assumptions will suggest a procedure for 
determining the structural decomposition of a given situation into its con- 
stituent parts. The most common and well-known procedure is the derivation 
of a schematic for an electrical circuit. The procedure is well known, and 
usually tacit; all electrical engineers will agree whether a particular schematic is 
an accurate description of the circuit. In fact, the schematic is now considered a 
description of the structure of the electrical device. The situation is analogous 
in other domains such as acoustics, fluids, etc., but not as clean as it is for 
electronics. 

Providing a coherent theory of class-wide assumptions would involve another 
paper in itself. For the purpose of this paper, it is sufficient to recognize they 
exist and to provide some examples. By and large we employ the same 
class-wide assumptions that are used in introductory system dynamics and 
classical mechanics tests. Some typical class-wide assumptions have already 
been mentioned. Some others are: all masses are rigid and do  not deform or 
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break; all flows are laminar; there are always enough particles in a pipe so that 
macroscopic laws hold; currents are low enough not to destroy components; 
and magnetic fields are small enough not to induce significant currents in 
physically adjacent wires. Under these kinds of class-wide assumptions, wires, 
pipes, cables, linkages can be modeled as ideal connections. Note that our 
formalisms do not presume those class-wide assumptions. It is possible to 
model a string as a part that breaks at a certain tension or a wire as melting 
away at a certain current. It is just that commonly one chooses not to model 
strings and wires this way. 

Class-wide assumptions determine the kinds of interactions that can occur 
between parts. Under the usual class-wide assumptions of electronics, the only 
way two capacitors can interact is through wires. However, if the electric fields 
are strong enough each capacitor will affect the distribution of charges in the 
other. Thus neighboring, physically distinct parts can become coupled thereby 
changing the connectivity of the parts and the types of interactions that can 
occur between them.6 

A sophisticated reasoning strategy, not discussed in this paper, concerns 
when and how to change the class-wide assumptions when reasoning about a 
particular device. Such concerns are critical for troubleshooting where faults 
can force devices into fundamentally new modes of operation [I, 31. However, 
even a simple analysis can sometimes require departures from the usual set of 
class-wide assumptions. For example, it is sometimes important to remove a 
class-wide assumption for some localized part of the device, such as two wires 
running close together, which should be modeled as a transmission line. A 
fluids example of this phenomenon is discussed in the next section. 

2.6. Locality 

The principle of locality demands that the laws for a part cannot specifically 
refer to any other part. A part can only act on or be acted on by its immediate 
neighbors and its immediate neighbors must be identifiable a priori in the 
structure. To an extent, locality follows from no-function-in-structure. If a law 
for part of type A referred to a specific neighboring part of type B, it would be 
making a presupposition that every device which contained a part of type A 
also contained a part of type B. The locality principle also plays a crucial role 
in our definition of causality. Our theory does not apply to distributed 
parameter systems, where the locus of causal interactions cannot be deter- 
mined a priori. 

A single device can be modeled using various sets of class-wide assumptions. Each such set 
leads to a different collection of device parts and different models for these parts (including their 
interconnections). Therefore, violation of no-function-in-structure can occur in the models for a 
part type or in the identification of the parts of a device. These two kinds of violations are arguably 
indistinguishable. 
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2.7. The importance of the principles 

Violating the no-function-in-structure principle has no direct consequences on 
the representation and inference schemes presented later in the paper. Al- 
though the form of the structure and the laws are chosen to minimize blatant 
violations of the no-function-in-structure principle, it is possible to represent 
and draw inferences from arbitrary laws-in fact, it is too easy. 

Without this principle, our proposed naive physics would be nothing but a 
proposal for an architecture for building handcrafted (and thus ad hoc) theories 
for specific devices and situations. It would provide no systematic way of 
ensuring that a particular class of laws did or did not already have built into 
them the answers to the questions that the laws were intended to answer. That 
is not to say that the handcrafted theories are uninteresting-quite the reverse, 
and the architecture proposed in this paper may well be appropriate for this 
task. This is especially true for constructing an account of the knowledge of any 
one individual about the given physical situation. We are doing something 
quite different; we want to develop a physics-not a psychological account- 
which is capable of supporting inferences about the world. 

Another purpose for the principles is to draw a distinction between the 
'work' our proposed naive physics does and the 'work' that must be done 
(outside of our naive physics) to identify the parts and laws. Only after making 
such a distinction is evaluation possible. Without making the distinction, a 
reader could always ask, in response to some complexity in an example, "Why 
didn't they model it differently?"; or in response to some clever inference in an 
example, "They built this into their models". As the principles define what can 
and what cannot be assumed within the models, the criticisms implied by these 
two questions are invalid. Of course, the principles themselves are open to 
challenge. 

3. Modeling Structure 

3.1. Device structure 

Our approach is reductionist: the behavior of a physical structure can be 
completely accounted for by the behaviors of its physical constituents. We 
distinguish three kinds of constituents: materials, components and conduits. 
Physical behavior is accomplished by operating on and transporting materials 
such as water, air, electrons, etc. The components are constituents that can 
change the form and characteristics of material. Conduits are simple con- 
stituents which transport material from one component to another and cannot 
change any aspect of the material within them. Some examples of conduits are 
pipes, wires and cables. 

The physical structure of a device can be represented by a topology in which 
nodes represent components and edges represent conduits. Fig. 3 illustrates the 
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FIG. 3. Device topology of the pressure-regulator. 

TABLE 1. Icons 

A valve, viewed in isolation, has no distinguished inputs or  
outputs so the two fluid terminals are labeled #1 and #2. The 
bottom terminal controls how much area is available for flow within 
the valve. 

A pressure sensor takes as input the pressure from the conduit 
attached to terminal + to the conduit attached to terminal -, and 
produces an output signal proportional to it. In the pressure- 
regulator, increased pressure results in less area available for flow, 
so the --terminal is attached to the regulator's output and +- 
terminal t o  the fluid reference. 

By convention, most pressurelike variables have a common 
reference. For electrical systems it is ground, for mechanical system 
it is the fixed reference frame, and for fluid systems it is the 
main-sump. This is the icon for the main-sump. Note that strictly 
speaking a reference is a conduit, not a component. 

Terminals indicate those terminals which are connected to the 
external world about which no information is provided in the device 
topology. 

device topology of the pressure-regulator diagrammed in Fig. 1. In this device 
topology, the conduits IN and OUT transport material of type fluid and 
conduit FP  transports material of type force. 

In order to avoid ambiguity, the following is a description of the topology of 
Fig. 3 in a textural rather than graphical form. It is important to note that there 
is no information in the names of any of the components and conduits, these 
have been chosen (as well as the geometry of Fig. 3) solely for the reader's 
benefit. Each component is described by name:type[conduits], where name is 
solely used to refer to the component, type is the generic type of the 
component, and conduits are the names of the conduits to which the terminals 
of the component are connected. Whenever there might be an ambiguity the 
conduits are prefixed by terminal: indicating the particular component terminal 
the conduit is attached to. 
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T I :  terminal[IN] 
T2 : terminal[OUT] 
T3 : terminal[SMP] 
SNS : sensor[+ : SMP, - : OUT, FP] 
VV : quantity-valve[#l : IN, #2 : OUT, FP] 

Behavior is described in terms of the attributes of the material. Most 
behavior can be described by dual attributes, one pressurelike and the other 
flowlike. For a fluid, the attributes are pressure and volumetric flow; for 
electricity, voltage and current; for translational conduits, velocity and force; 
for rotational conduits, angular velocity and torque. 

By definition, conduits only transport, but do not process, material. Fur- 
thermore, we make the simplification that a conduit only transports one type of 
material. A conduit has a very simple structure: a collection of attachments to 
components with each attachment taking place at a terminal. For example, a 
flowlike attribute is associated with every such terminal, and a pressurelike 
attribute is associated with the entire conduit. 

Conduits are poor for modeling distributed parameter systems (e.g., heat 
flow in a slab) or fields (e.g., gravitational field of the sun). In limited cases, 
where the paths of causal interaction can be determined a priori, a conduit can 
be used to model the effects of a field. 

Unlike conduits, components process and transform material. The behavior 
of a component can either be modeled by a set of formal laws or by an 
interconnected set of lower-level components. In this latter case, the lawful 
behavior of the component emerges from the behavior of the lower-level 
device. Conduits can also be viewed as more detailed devices, but it is rarely 
profitable to do so. 

3.2. Qualitative variables 

An attribute represents a set of variable entities (e.g., a variable and its integrals 
and derivatives with respect to time), each of which can be referenced in a law. 
Unlike quantitative variables, qualitative variables can only take on one of a small 
number of values. This set of possible values is determined by the quantity space 
[15] it participates in. '[-I,' is used to indicate the qualitative value of the 
expression within the brackets with respect to quantity space Q. Each qualitative 
value corresponds to some interval on the real-number line. These regions are 
completely determined by the laws and typically are disjoint. 

The most important property of a quantity is whether it is increasing, 
decreasing or unchanging (or, equivalently, its derivative is positive, negative or 
zero). This simple, but most important, quantity space consists of only three 
values: +, - and 0. + represents the case when the quantity is positive, 0 
represents the case when the quantity is zero, and - represents the case when 
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the quantity is negative. This quantity space is notated: '[ . I,.' More generally, 
the simple quantity space of x < a, x = a, and x > a is notated by '[.I,.' Thus, 
[x], = + iff x > 0, [x], = 0 iff x = 0, and [x], = - iff x < 0. 

Addition and multiplication (Tables 2 and 3) are defined straight-forwardly 
(as [ -1, is so common it is abbreviated [ -1). 

TABLE 2. [XI + [Y] TABLE 3. [XI x [ Y] 

Note that although [xy] = [x][y], [x + y] f [x] + [y]. 
This +, 0, - value set is surprisingly versatile. For example, if we need to 

distinguish x with respect to landmark value a we define a new variable 
y = x - a. Then, [y]  = + corresponds to x > a, [y] = 0 corresponds to x = a, 
and [y]  = - corresponds to x < a. 

"x is increasing" in the formalism is [dxldt] = +. This notation tends to be 
cumbersome both for typography and computer input/output. Thus, dx is used 
as an abbreviation for [dxldt], and more generally dnx for [dnx/dtn]. Note that 
unlike in quantitative calculus, dntlx cannot be obtained by differentiating dnx. 
One always has to go back to the quantitative definition: dn"x = [d""x/dtnil]. 
This fact has dramatic impact on the form of the component models. 

It is important to note that dx and [x] are only instantaneously independent. 
As time passes, [XI'S changes are governed by dx (i.e., integration). The laws 
must be time-invariant. Thus every law applies to a time-instant, and no law 
may depend on the value of the time variable. (Laws describing behavior over 
time require explicit integrals in their formulation.) The topic of time is 
described in more detail in its own section as it plays a central role in our 
qualitative physics. 

The simplicjty of this algebra is deceptive and the algebra of Tables 2 and 3 
is often misunderstood. The change of a quantity is often confused with the 
change in the magnitude value of a quantity (i.e., whether it is moving towards 
or away from zero). For example, if x changes in value from -6 to -7 its value 
is decreasing, even though its magnitude is increasing from 6 to 7. Thus, the 
statements "x is increasing" and "-x is decreasing" are equivalent: [x] = 
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-[-XI. [d2x/dt2] = [x]ax = +, if x is moving away from zero, and [*]ax = -, if x 
is moving towards zero. 

3.3. Qualitative calculus 

Some component laws must be described in terms of derivatives. In our 
physics, a simple theory of qualitative integration is constructed from the 
qualitative versions of continuity, Rolle's theorem, and the mean value 
theorem of the standard differential calculus. 

Time, always the independent variable, is also quantized, but in a very 
different way than the qualitative values. In particular, the distinctions for 
values of time are not determined a priori but become determined as a 
consequence of analyzing the confluences. The actual value of the time 
variable is irrelevant, the only important property is the (partial) ordering of 
time values. Thus many of the theorems in the standard calculus, when applied 
to functions of time, are the axioms of time for ours. 
- Qualitative values. Generally, the qualitative values a variable can have are 
A,, . . . , A,, representing disjoint abutting intervals that cover the entire number 
line (the A, = -, A, = 0, A, = + value set is an instance of this definition). The 
ends of the intervals can either be open or closed and the difference between being 
open and being closed is crucial. The left end of A, must be -m. If the right end of 
Ak is open, the left end of A,+, must be closed. If the right end of Ak is closed, 
the left end of must be open. The right end of A, must be 03. 

- Continuity. As a function of time, every variable changes continuously: If 
[X(T,)], = A, and [X(T,)], = A,, then for every A, between A, and A, there 
exists some time T, < T < T2 such that [X(T)IQ = A,. Put intuitively, no variable 
may jump over a qualitative value. 
-Mean value theorem. Qualitative versions of Rolle's theorem and the mean 
value theorem also hold. If [X(Tl)] = [X(T2)] where TI < T2, then dX(T,) = 0 for 
some Tl s T, s T2. If TI < T2, then there exists a T, such that dX(T,) = 

[X(T,)] - [X(Tl)]. However, as time is quantized, these well-known theorems can 
be stated far more strongly. In particular, as time is not dense, it  makes sense to 
speak of two successive times. Call T' the time immediately after T. If 
[X(T)] = [X(T1)] = C where C is the qualitative value representing a point on the 
number line, then dX(T) = 0. 

These theorems form the basis for reasoning about time in our qualitative 
physics. Consider some examples using the +, -, 0 value set. [X(T)] = + 
followed by [X(Tf)] = - violates continuity. In most contexts7 the mean value 

'If T  is an instant and a X ( T )  = 0 this formulation of the mean value theorem is technically 
incorrect. More generally, [ X ( T 1 ) ]  = [ X ( T ) ]  + anX where n is the first non-zero derivative order. 
However, for many systems, and, in particular, the examples discussed in this paper, if [ X ( T ) ]  = 0 
and a X ( T )  = 0 then a n X ( T )  = 0 for all n. So we will always use [X(T ' ) ]  = [ X ( T ) ]  + aX(T) .  This 
issue is discussed in [4] .  
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theorem can be restated as [X(Tf)] = [X(T)] + dX(T). Thus if [X(T)] = 0 and 
dX(T)= +, then [X(Tt)] = +. If [X(T)] = + and dX(T)= + or dX(T)= 0, 
then [X(T1)] = +. On the other hand, if [X(T)] = + and dX(T) = -, [X(Tf)] 
either remains + or becomes 0. We discuss these issues in far greater detail in a 
later section. 

3.4. Models 

The component model characterizes all the potential behaviors that the com- 
ponent can manifest. The lawful behavior of a component is expressed as a set 
of confluence equations. Each model confluence consists of a set of terms 
which must sum to a constant: C T, = C. A term can be a variable (i.e., an 
attribute), the negation of a variable, or the product of a 'constant' and a 
variable. Consider the form of the confluence dP + dA - dQ = 0. This 
confluence consists of three terms, dP, dA, and -dQ, which sum (we presume a 
+, 0, - value set) to zero. For naturalness sake, we sometimes write the 
confluence [x] - [ y] = 0 as [x] = [ y]. 

A set of values satisfies a confluence if either (a) the qualitative equality 
strictly holds using the arithmetic of Tables 2 and 3, or (b) if the left-hand side 
of the confluence cannot be evaluated as in the following case. When d P  = + and 
dA = -, the confluence d P  + dA - dQ = 0 is satisfies because d P  + dA has no 
value. A set of values contradicts a confluence if (a) every variable has a value, 
(b) the left-hand side evaluates, and (c) the confluence is not satisfied. Thus 
d P  = +, dA = +, and dQ = - is contradictory. Note that by this definition a 
confluence need neither be satisfied nor contradicted if some of the variables 
do not have assigned values. 

3.4.1. The notion of qualitative state 

Confluence alone is an inadequate modeling primitive. The value model 
d P  + dA - dQ = 0 violates fidelity: if the valve is closed, no flow (Q) is 
possible, the area (A) available for flow is unchanging, and the pressure (P) 
across the valve is unconstrained; but the confluence states that if dA = 0 and 
dQ = 0, then dP = 0. Thus dP + dA - dQ = 0 is too specific a model. It violates 
the no-function-in-structure principle by assuming the valve is never closed. 
Using confluences alone, no model for the valve exists which does not violate 
the no-function-in-structure principle. 

The second qualitative modeling primitive is qualitative state. Qualitative 
states divide the behavior of a component into different regions, each of which 
is described by a different set of confluences. The notion of state is often not 
necessary in quantitative analysis since a single mathematical equation can 
adequately model the behavior of the component. Nevertheless it is often 
convenient to introduce state into quantitative analysis in order to delineate 
regions where certain effects are negligible or to form piecewise ap- 
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proximations. On the other hand, in the qualitative regime the notion of state 
is absolutely necessary, since it is often not possible to formulate a single 
qualitative equation set which adequately characterizes the behavior of the 
component over its entire operating range. 

In order to satisfy the no-function-in-structure principle the region of 
operation is solely specified in terms of inequalities among variables (but not de- 
rivatives and integrals). These inequalities must always be of the form x opy, 
where op is one of >, =, <, or 2 and x and y are non-derivative variables 
or symbolic constants. For example, the closed state of a valve is defined by the 
condition [a  = 01, stating that if the component is in state CLOSED there is no 
area available for flow and if there is no area available for flow the component 
is in state CLOSED. For each qualitative state, the component model provides 
the confluences which govern the behavior in that state. These specifications 
correspond to the quantity conditions of qualitative process theory [15]. 
However, we do not use his more general notion of a global quantity space for 
the entire device, instead we use a simpler, local quantity space for each 
component which suffices for our qualitative physics. 

The full model for the valve is (the general form of the model is 
state :[specifications], confluences): 

OPEN: [A=AMm],  [ P ] = O ,  d P = 0 ,  
WORKING: [ O < A < A M , I ,  [ P ] = [ Q ] ,  d P + d A - d Q = O ,  
CLOSED: [A = 01, [Q]=O,  d Q = O .  

In state OPEN, the valve functions as a simple conduit, there is no pressure 
drop across it, and the flow through it is unconstrained. Neither can the 
pressure across it change-that can only be caused by a change in position of 
the valve. The state CLOSED is the dual to state OPEN. In it the valve 
completely disconnects the input from the output. There is no flow through the 
valve and the pressure across it is unconstrained. The flow through it cannot 
change without changing the area available for flow. 

3.4.2. Pure and mixed models 

The model confluences are not always simple sums. The correct confluence for 
the WORKING state of the valve is actually dP + [P]dA - dQ = 0 not dP + 
dA - dQ = 0 as stated earlier. This can be illustrated by examining the case 
where P is negative. The basic behavioral characteristic of the valve is that an 
increase in the area available for flow always reduces the absolute valve of the 
pressure drop across the valve. If the pressure drop is a positive value, an 
increase in area decreases the drop to zero (as in the previous analysis). If the 
pressure drop is a negative value, an increase in area increases the drop to 
zero. Thus the second term of the valve confluence is [P]dA not dA. 

We call a confluence, which is a simple sum of variables, pure (e.g., 
d P  + dA - dQ = 0) as opposed to a sum of products, which we call mixed (e.g., 
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d P  + [P]dA - dQ = 0). It is always possible to construct pure models from 
mixed ones by adding qualitative states. For example, the state for which 
d P  + [P]dA - dQ = 0 holds can be split into three states thereby producing a 
pure model: one in which P > 0 so that d P  + dA - dQ = 0, one in which P = 0 
so that d P  - dQ = 0, and one in which P < 0 so that d P  - dA - dQ = 0. The 
resulting pure model is formally equivalent to the mixed one and the solution 
methods function as well for mixed models as well as for pure ones, but we 
generally presume the models to be pure. The pure five-state valve model is: 

OPEN: [A = AMMI 7 [ P ] = O ,  d P = 0 ,  
WORKING-+: [ O < A < A M m , P > O ] ,  [ P ] = [ Q ] ,  d P + d A - d Q = O ,  
WORKING-0: [0 < A < A,, , P = 0] , [PI = [Q] , d P  - dQ = 0 ,  
WORKING--: [ O < A < A M m , P < O ] ,  [ P ] = [ Q ] ,  d P - d A - d Q = O ,  
CLOSED: [A = 01, [Q]=O,  d Q = 0 .  

This model illustrates, that for pure models, the set of all confluences can be 
divided into those involving solely derivatives and those involving solely the 
variables themselves. 

3.4.3. Constructing the component models 

Although the confluences can be derived from commonsense knowledge of com- 
ponent-behavior, most are or can be viewed as adaptations of the conventional 
physical model. Often that adaptation is direct. For example, conservation of 
fluid for a pipe is exactly qin - qout = 0 and the corresponding confluence is 
[qin] - [qout] = 0. If the physical model is a linear function, cixi = c, where the 
ci are constants, the confluence is C, [ci][xi] = [c,]. In general, a quantitative 
equation can be transformed to a qualitative one by rules of the following 
form: [el + e213 [ell + b21, k1e2l 3 [e,l[e2l, [OI + [el 3 [el, [Ol[el3 [OI, 
[+][el 3 [el, and [-][el 3 - [el. Additionally, if e is a constant, or always of 
the same sign, substitute its qualitative value. 

The original physical model need not be linear. The flow rate through an 
orifice is given by Cochin [2, p. 7971: 

where Q is the flow rate through the orifice, C is the discharge coefficient of 
the orifice, P is the pressure across the valve, and p is the mass density of the 
fluid. Transforming: 

To obtain the confluence for the changes we must first differentiate the 
quantitative equation and then transform it. Differentiating, 
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Transforming, 

aQ = [c][-]~A + [ c ] [ A ] [ ~ ] [ P ] ~ P .  

Simplifying, 

As P>O and A > O  we get 

The transformation process introduces component states in two ways. First, 
the original quantitative equation may be based on states. For example, the 
preceding valve model holds only for P > 0. Second, state specifications can be 
introduced to remove ambiguities. For example, the transformation [ e l+  
e,] =$ [el] + [e2] loses information. This information may be regained. For 
example, [el + e,] may be + if x > A  in which case it is worth introducing a 
component state. In general, if the physical model is of the form C [fildx, = 

[f,], then it may be worth analyzing the regions of [fi] and introducing 
component states for each. 

Another method is to linearize via the Taylor expansion producing an 
equation of the form C g, dxldt = g, where g, represents the contributions of 
higher-order derivatives. This equation is then transformed into a collection of 
states corresponding to the regions of gi each with its individual confluences. 
Thus, provided that the original physical model is well-behaved, there is a 
simple procedure for determining the qualitative states and confluences for a 
component type. 

3.4.4. The laws for connections 

The laws for flowlike variables are based on the fact that conduits are always 
completely full of material and incompressible (by definition), and therefore 
any material added through one terminal must result in material leaving by 
some other terminal. In other words, material is instantaneously conserved. 
This rule is called the continuity condition.' For electrical circuits, it is called 
Kirchhoff's current law; for fluid systems, the law of conservation of matter, for 
thermal systems, the law of conservation of energy.9 The continuity condition 
requires that the sum of the current, forces, heat-flows, etc., into a conduit (and 
most components) be zero. As  these rules are simple sums they apply to the 
derivatives of attributes too. These can all be expressed as confluences. 

As the value of the pressurelike variable in a conduit is the same everywhere 
in the conduit, there are no pressure laws for individual conduits or  com- 
ponents. Furthermore, if there are no structural loops in the device (i.e., there 

From system dynamics. 
Assuming the common, and somewhat misleading, convention in which the two variables are 

taken to be temperature and heat-flow. Better would be temperature and entropy-flow. 
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is only one path of conduits and components between every two components), 
no pressure laws are needed. For these devices the continuity condition alone 
completely specifies the qualitatively significant behavior of the material in the 
conduits. Few devices have this property however. Most interesting devices 
contain many structural loops. For these loops, the behavior of the material has 
an additional relevant property. No matter which path the material takes from 
component A to B, the sum of the individual pressure drops along each path 
must be equal. This is called the compatibility condition.''   or example, if the 
pressure between conduits A and B is x and the pressure between conduits B 
and C is y, then the pressure between conduits A and C is x + y (and thus 
qualitatively [x] + [y]). Compatibility requires equal voltages, velocities, etc., at 
points where the components are connected. 

It is a simple matter to construct all the continuity and compatibility 
equations from a device topology. However, this set of equations is usually 
highly redundant. In quantitative analysis every extra equation introduces 
added complexity, and therefore a great deal of effort is taken to ensure that a 
minimal number of equations are included. In the qualitative domain, the 
computational effort manipulating +, 0 and - is insignificant. However, the 
addition of redundant equations has numerous unfortunate side-effects for 
generating explanations and detecting feedback." Therefore, as in the quan- 
titative case, there is a motivation for having all the equations independent. 

Only a few of the possible compatibility and continuity confluences are 
necessary to establish the compatibility and continuity conditions for the entire 
device. There are a number of theorems in system dynamics that indicate 
exactly how many equations are necessary and how to choose them. Most of 
those theorems are false in the qualitative domain, and we have not yet 
completed the theoretical analysis to determine how many confluences are 
actually necessary (n 'independent' confluences in n variables do not neces- 
sarily have a unique solution). We include a continuity confluence for every 
component and a compatibility confluence for every three conduits (between 
which paths exist and transport the same object type). This usually produces a 
few redundant confluences, but we have never found a case where adding more 
conduit confluences provided more information about behavior. 

3.4.5. A model of the pressure-regulator 

We have developed all the necessary modeling primitives. The specific 
confluences governing the behavior of the device can be constructed from the 

lo Again, from system dynamics. 
l1 For example, in generating explanations redundant equations result in multiple explanations 

(derivations) for the same behavior. These explanations are superficially different, but essentially 
identical. Also, the behavior a redundant equation with three or more variables produces often 
looks superficially like feedback. 
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device topology, the library of component models and the composite device 
state. Assuming that the valve is in a state in which P > 0 and 0 < A  <A,, 
(state WORKING-+), the derivative confluences for the pressure-regulator 
form seven confluences in eight variables. The pressure-regulator has only two 
components, each of which is modeled by one confluence. The remaining 
confluences describe the behavior of the material. We state all the confluences 
in terms of the variables of the pressure-regulator (Fig. 4). The subscripts on 
the variables indicate which terminals and conduits of the device topology the 
variable refers to. The confluence for the valve is 

where P,,o, is the pressure drop from input to output, Q,lwvl is the flow 
from terminal #1 into the valve, and dX, is the position of the valve control 
and is qualitatively equal to area available for flow. The confluence for the 
pressure-sensor is 

G p  + ~POU,SMP = 0 

where is the pressure at the output of the pressure-regulator. The 
position of the valve (equivalently the area available for flow) varies inversely 

'IN, SMP 

FIG. 4. Variables of the pressure-regulator. 

POUT , SMP 
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with output pressure. As the pressure-regulator contains very few components, 
only one confluence is needed to establish the compatibility condition: 

JPIN,OUT + JPouT , sMp - a P m , s M p  = 0 - 
The pressure-regulator has three conduits (IN, OUT and SMP) and one 
component (VV) that processes fluid. We write continuity confluences for all 
except SMP (whose continuity confluence is redundant): 

A load is connected to the pressure-regulator 

Our interest in how change comes about results in a focus on the derivative 
variables. However, it is also possible to model the qualitative values of the 
device's variables. These values, although they do not direct indicate change, 
help determine the state of device and hence which derivative confluences 
apply. This confluence set is very similar to the derivative confluence set. The 
valve is modeled by three confluences. Unless the valve is completely open or 
closed, it is simply acting as a fluid resistor obeying the qualitative version of 
Ohm's law: 

Since area is, by definition, always positive: 

[X,] = + . 
In state WORKING-+ P > 0: 

Note that given the usual input condition [Pm,sMp] = +, = + neces- 
sarily follows given the remaining confluences. The confluence for the pressure 
sensor is more complex: 

This confluence, coupled with the corresponding derivative confluence charac- 
terizes thresholding effect. The remaining confluences are identical. The com- 
patibility confluence is: 

The three continuity confluences are: 
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[Qnl+ [Qn,v ) l=  0 9 

[ Q T J  + [Q,l,V)l = 0 

[Q #l,")I+ [Q*?,V)l = 0 

Lastly, the pressure-regulator is connected to a positive load: 

As  a comparison, consider all of the confluences grouped by component and 
conduit: 

The fact that these two sets of confluences are similar should not be 
surprising. If the underlying quantitative model is linear, i.e., all the equations 
of the form 2 gixi = go, differentiation produces an almost identical expres- 
sion except for the fact that go is now zero. This is of course not true of the 
valve, the only nonlinear component of the pressure-regulator. 

3.4.6. The dependence of device topology on connection laws 

The way conduit and component were distinguished in the beginning of this 
section was purposefully vague; both components and conduits transport and 
process material. Conduits are simply an abstraction for those pieces of the 
device whose behavior is modeled extremely simply. Usually, constituents such 
as wires, pipes, linkages, shafts, etc., only serve the role of communicating 
information between the more complex components. The compatibility and 
continuity conditions define what can be modeled as a conduit. The com- 
ponents of a device are necessarily disjoint and thus must share information in 
order to operate. This sharing cannot be through other components. This is the 
role of the conduits-they are the informational glue that connects the device 
together. 
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The compatibility and continuity conditions follow primarily from the 
definition of what it means to be connected. Thus modeling the intuitively 
obvious physical connections will not have the expected result if that physical 
connection does not obey compatibility or continuity. A simple example 
illustrates this point. Consider the situation of Fig. 5. The pipe cannot be 
modeled as a conduit if the behavior of interest is the change of fluid level in 
the tanks. The compatibility condition is violated because the pressure at the 
left-hand side is different than the pressure at the right-hand side. It is not 
acting as a simple communicator of information. T o  analyze the device 
effectively, the pipe must be modeled as having a finite flow rate (i.e., modeled 
as a valve). The modified device topology is illustrated by Fig. 6. The two 
conduits now obey the compatibility condition without contradiction: the 
bottom of tank A is at the same pressure as the left-hand side of the valve and 
the bottom of tank B is at the same pressure as the right-hand side of the valve. 

This example illustrates a violation of a class-wide quasistatic assumption: 
the material in the pipe takes as much time to reach equilibrium as the 
composite device. Thus this particular pipe cannot be modeled as a conduit. 
This example is a direct analog of the violation of a class-wide assumption of 
electronics that occurs when two capacitors charged to different potentials are 
placed in parallel. In these two cases, there is a violation of no-function-in- 
structure: wires are usually modeled as connections, but that model predicts 
behavior incorrectly. Knowledge of the behavior of the device is needed to 
determine what the structure is. No procedure for determining the device 
topology is foolproof, but every failure can be attributed to a violation of a 
class-wide assumption-as occurred in the previous two examples. However, at 
present we have not found an effective way to determine whether a topology 
that describes a particular device violates some class-wide assumption; this is a 
topic of ongoing research. 

FIG. 5. TWO tanks. 

- 
A 

TANK VALVE TANK 

FIG. 6.  A device topology for Fig. 5 .  
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4. Prediction of Behavior 

In order to better understand the technical issues concerning how the behavior 
of a device is derived from its structure, it may help first to sketch the intuitions 
underlying our formal theory. Our central concern is with change. That is, what 
causes a device to move from one equilibrium state to another, how does that 
change transpire and how can it be explained in terms of the laws defining the 
given equilibrium state? Our approach involves decomposing a device's 
behavior into two dimensions, one being its interstate behavior, the other being 
its intrastate behavior. From this perspective, a device changes state when one 
or more of its variables (i.e., a pressure, a current, etc.) exceeds some threshold 
that defines that state. Thus part of determining when a device changes state 
requires determining which thresholds are being exceeded and from that 
determining possible target transitions. But what causes a variable to change in 
the first place? Determining this requires figuring out what the first-order time 
derivatives are within the current state. The qualitative values of these deriva- 
tives act as 'tendencies' that sum over infinitesimal time intervals that cause a 
variable to change from its present value. These derivatives constitute in- 
trastate behavior, 'forces', or said differently, the agents of change. Thus the 
time derivatives that are operative within an equilibrium state can eventually 
lead to a variable changing its value enough to cause the qualitative state to 
change. In Section 5, we discuss another kind of causality-mythical 
causality-that explains how a qualitative change in one derivative 'causes' 
another derivative to change all within the (potentially infinitesimal) time 
interval. 

It is also possible to determine indirectly what the first-order derivatives must 
have been within a given state by comparing the values of the variables in the 
state and its successor state. In that approach, primacy is given to the state 
transition, itself, from which the values of the derivative can be deduced. 
However, in our scheme, primacy is given to the tendencies (i.e., values of the 
derivatives) operating within a state, from which the possible successor states 
can be determined. Thus our approach must accept the burden of deducing 
these tendencies directly from structural properties of the device and pertur- 
bations to its inputs. 

The passage of time is modeled by episodes. Within an episode each 
component, viewed as a pure model, remains in the same state and all the 
device's variables keep on changing in the same way (i.e., the derivative 
variables do not change12). In the first set of examples, we tend to use pure 
models and derivative variables rarely change during a state; thus the states 
and episodes of a device are in one-to-one correspondence. Their fundamental 

l2 As a consequence of ambiguity, the derivative values may change while no component changes 
state. In addition mythical time places an ordering upon the changes of values as a device changes state. 
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difference lies in the fact that a state is a mode of behavior of a device while an 
episode is a period of time during which the device is always in the same mode. 

The approach outlined in this section does not result in a comprehensive 
causal account, for there is no causal explanation of the intrastate behavior. 
Constructing such explanations is discussed in Section 5. 

4.1. Intrastate behavior 

To determine the behavior within an episode, an assignment of +, 0, and - to 
the variables must be found that satisfies the confluences of the device. Given 
the operating context where [P,,,,] = +, it must be the case that the regulator 
is in state [WORKING-+] or [OPEN]. The [x] column of Table 4 lists the only 
assignment of values of variables that satisfies the confluences. Given an input 
signal of dP,,,,,, = +, there is only one assignment of values to variables that 
satisfies the derivative confluences for that state. (By coincidence, these two 
value sets are identical.) 

Before discussing the types of algorithms that produce such a solution, 
consider the information contained in it. At first blush, it does not appear as if 
it contains very much information. However, it does capture the essential 
characteristic that the valve is closing (dX,, = -). Admittedly, it does not state 
that the output pressure does not change (dP,,,sMp= +), but the fact that 
dP,,,,, = + indicates the output pressure is not rising as fast as the input 
pressure, which indicates some attenuation. Of course, this solution does not 
explain why the valve is closing. We discuss this issue when we attempt to 'push 
a level' of detail in the analysis. 

To determine the behavior (i.e., Table 4), the set of confluences must be 
solved. Each confluence is a constraint, and thus the problem of determining 
behavior is a constraint satisfaction problem. Unfortunately, simple propaga- 
tion methods do not work. For example, consider propagation of constraints as 
a constraint satisfaction method: (a) start with a given, (b) find some as yet 
unsatisfied constraint and see if it can be used to determine a value for another 
variable, (c) repeat. In the foregoing example, the given is dP,,,,,, = +, but 
there is no other constraint that provides additional information. The only 

TABLE 4. Intrastate behavior of the pressure- 
regulator 

x [ X I  a x  x [ X I  a x  
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- other constraint that even mentions aP,,,,,, is aP,,,,,, + dPouT,sMp - aP,,,,,, - 

0 ,  but nothing is known about the values of dPouT,IN or c3P0,,,,,,. Neverthe- 
less, unless aP,,,o, = +, the remaining confluences are contradictory. (This is a 
common problem for all local propagation schemes. We call such systems of 
simultaneous equations which cannot be solved by substitution alone inherently 
simultaneous [8] .) 

The seemingly obvious way around this problem is to solve the constraints 
using algebraic symbol manipulation. This is analogous to the situation where 
x  + y = 3 and 2 x  + y = 4 in which x must be 1 and y must be 3 although there is 
no sequence of simple propagations that can determine this. One resolves such 
inherent simultaneity by subtracting x  + y = 3 from 2 x  + y = 4, which yields 
x  = 1. The analogous strategy fails in the qualitative domain because the 
operations outlined in Table 2 don't satisfy the field axioms which are required 
to do this kind of equation solving. ENVISION uses a combination of constraint 
propagation and generate and test to find all the solutions to the confluence 
equations. 

Numerous schemes, for example, relaxation or generate and test can be used 
to solve sets of inherently simultaneous confluence equations. But because the 
qualitative calculus does not satisfy the field axioms multiple solutions result 
(note that just because our calculus is 'qualitative' does not, in itself, neces- 
sitate it producing ambiguous analyses). Multiple solutions often exist even when 
there are as many 'independent' confluences as qualitative unknowns. These 
multiple solutions are not just an artifact of our calculus, but are an important part 
of our theory. Each solution describes a behavior which can potentially occur in 
the actual operation of the modeled device. 

We call each prediction resulting from the same set of confluences an 
interpretation. The issue of interpretations is a complex topic in its own right 
and is discussed in further detail in Appendix A. 

4.2. Interstate behavior 

The allowable states of a device are a subset of the cross-product of all the 
states of its constituent components. The interstate behavior is the possible 
transitions between these states. Thus the total solution to a set of qualitative 
models for the device, namely, a complete description of its behavior, is a set of 
assignments13 of values to variables, one set for each composite device state. In 
addition, the total solution also specifies the state transitions and their causes. 
This latter information is illustrated graphically by a state-transition diagram. 
(Fig. 7 is an example of a state diagram, the details of which are discussed 
later.) 

l3  Sets of assignments of values to variables if there is more than one interpretation for the 
confluences for a particular state. 
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WORKING 11; 
CLOSED 0 

WORKING 0 
CLOSED 0 

FIG. 7. State diagrams for the pressure-regulator with decreasing and increasing input. The spring 
and mass are not modeled and the load is presumed to be finite. Each circle represents a state and 
each edge represents a possible transition from the state to another. The contradictory state 
CLOSED is included purely for expository purposes-in all following examples contradictory 
states are deleted. This state is contradictory because there is no solution to the model confluences 
for that state. 

Legal transitions between states are characterized by a set of conditions 
derived from the qualitative calculus. A sketch of the algorithm for construct- 
ing the total solution is as follows. Every composite device state is identified 
and the confluences solved for each in order to determine the qualitative values 
of each of the derivatives. The values of the derivatives indicate which 
direction the device's variables are changing and can thus be used to determine 
whether some state specification may cease to be valid and a transition occur. 
For example, suppose device state A has specification [X <A]  and solution 
dX = + and device state B has specification [X 2 A], then the state change 
from A to B is allowable. 

Although the interstate behavior looks much like a result of a simulation, it 
is not. Instead, it simultaneously describes behaviors under all possible initial 
conditions of the generic device. The total solution is used to determine the 
behavior of a particular device using the initial conditions to determine the 
starting state and tracing through the possible state transitions. The state 
diagrams are always of finite size, but a particular device, given appropriate 
operating conditions, can undergo an infinite number of state transitions, never 
coming to rest in an any one state. This is the case with oscillators. The state 
diagram can also include ambiguities concerning possible state transitions. As a 
consequence, to determine the precise behavior of a particular device requires 
additional information. Nevertheless, the total solution describes all possible 
behaviors of all devices of the generic type and no others. 
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4.2.1. The state diagram 

An example of interstate behavior can be illustrated in the operation of the 
pressure-regulator whose valve is modeled by the simplified model: 

OPEN: [A = AMMI 7 [ P ] = O ,  d P = 0 ,  
WORKING: [O<A<AMa], [ P ] = [ Q ] ,  d P + d A - d Q = O ,  
CLOSED: [A = 01, [Q]=O,  d Q = 0 .  

This simple valve model has three states: OPEN, WORKING, and CLOSED. 
As the valve is the only component of the pressure-regulator that has state, the 
composite device, likewise, has only three states: [OPEN], [WORKING], and 
[CLOSED]. Suppose the input pressure is decreasing and the pressure-regula- 
tor is in state [WORKING], then dXFp = +, which causes A, the cross-sectional 
area available for flow to increase. This raises the possibility that A <A,, 
may no longer hold. If that happens, the state ends, and the device transitions 
into a new one with the valve pinned in state OPEN. In this state, the 
pressure-regulator provides no regulation at all because the input pressure is 
less than the regulator's target output pressure. The resulting state diagram is 
illustrated in Fig. 7(a). Fig. 7(b) illustrates the diagram in the case where the 
input pressure is increasing. 

This example, although extremely simple, illustrates the task of drawing 
inferences concerning the termination of states and the determination of the 
next state. Note that no input disturbance can cause the valve to move to or 
from state CLOSED. In this device, every increase in input pressure results in 
a decrease in area available for flow. But even if the input pressure continues 
to grow unboundedly, the area will never become zero (if it were zero, the 
output pressure would be zero and hence the action of the sensor could be 
holding the valve closed). For any finite pressure, the area will be non-zero. 
Only as pressure tends to infinity does the area approach zero as the mathe- 
matical limit. This is a counter-example to the seductive fallacy that infinite 
sums of non-zero values always diverge. The point to be made here is that even 
though the qualitative algebra is extremely simple, it nevertheless concerns 
derivatives, integrals, and time, and one must be careful least one fall into the 
well-known pitfalls concerning infinitesimals. 

Fig. 9 illustrates some of the more complex properties of a state diagram (the 
details are discussed later). States can have multiple outgoing edges because of 
qualitative ambiguity. Multiple ingoing edges correspond to cases where there 
is more than one route for reaching the state. Because derivative variables have 
one of three values, and the number of states in which any component can be is 
bounded, there are only a finite number of possible behaviors and possible 
episodes. Thus unbounded sequences of states can be represented by closed 
paths in the state diagram. 
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4.2.2. Improved spring and valve models 

The previous models for the pressure-regulator are too simple to illustrate 
interstate behavior. With the more detailed models presented in this section it 
is possible to make inferences about equilibrium, oscillation, ringing and dis- 
sipation in the pressure-regulator solely from the qualitative models and the 
qualitative differential calculus. Although in pushing a level the class-wide 
assumptions have been changed, the device topology of Fig. 3 remains essen- 
tially the same. The same connection laws hold for force and velocity: as 
connections (points at which two or  more physical objects attach) are massless, 
forces for every connection sum to zero (continuity), and velocities for attached 
parts must match (compatibility). Thus force and velocity fit into the con- 
nection scheme outlined earlier. (However, one usually doesn't think of any 
'material' carrying this information. This material is momentum and it has all 
the usual properties of material. For example, momentum can be thought of as 
having flow (see [12]). 

The model for the pressure-sensor is extremely simple. It relates pressure 
directly to force: 

The effects of a force on an object with mass is based on Newton's law 
f = ma. As mass is always positive and unchanging, the confluence for this 
behavior is: 

[ F ]  = d V .  

dV is the qualitative derivative of velocity. This is a mixed confluence equation 
relating a derivative to a non-derivative so an object with mass can be modeled 
as three states: 

The model for a spring is the dual (interchange V and F )  of that for an object 
with mass and is derived from Hooke's law f = kx or dF/dt = kv : 

d F  = [ V ] .  

This is also a mixed confluence equation which can be modeled as three states 

The model for the valve is the same as the one used earlier, except for the fact 
that dA is the time derivative of distance (assuming area is proportional to the 
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distance the valve is open) and hence it is a velocity (notated V). The 
confluence is thus still mixed (Q is flow rate): 

T o  construct a pure model such confluences must be modeled by three states, 
resulting in a valve model with nine states. For simplicity, we only consider 
three of them. 

4.2.3. Total solution for expanded pressure-regulator 

Fig. 9 is a state diagram for the behavior of the pressure-regulator based on 
these models. This diagram is produced by ENVISION using the rules discussed 
earlier. Table 5 describes the results of analyzing each of the nine global device 
states with an input signal of dP,,,,,, = +. The new device topology (see Fig. 8) 
is like that of Fig. 3 but explicitly included the spring and the valve's mass 
(which we model by a separate object-with-mass component). Compared to the 
earlier analysis (Fig. 4) there are four new variables, JF,,,, and JF,,, are the 
forces pulling at the spring from either side, dFA(,, is the force pushing the 
valve's mass, and d V ,  is the upward velocity of the point where the valve's 
mass, spring, and stem attach. The behavior in some of the states is ambiguous 
and hence all interpretations are stated. For example, state 3 has 5 inter- 
pretations. 

TABLE 5. All pressure-regulator solutions 

State 1 2  3  4 5  6 7 8 9 
State V = O  V = O  V<O V<O V<O V = O  V>O V>O V>O 
specifications F = O  F<O F < O  F = O  F > O  F>O F>O F = O  F<O 

Interpretation 1  1  1 2 3 4 5  1 2 3 4 5  1 2 3 4 5  1  1 2 ' 3  1 2 3  1 2 3  
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v v  (VALVE) 

SNS (SENSOR) 

SMP (MAIN-SUMP) 

FIG. 8. Device topology of the pressure-regulator with mass and spring. 

The device begins in state V =  0, F = 0. The confluences describing the 
behaviors of the valve's mass, valve, and spring are obtained from the models 
just presented. As V = 0 the confluence describing the pressure-regulator is 

Also, as V = 0, the spring obeys the confluence 

aF#l(s) = 0 . 
Since F = 0, the applicable valve mass confluence is 

av ,=o.  

The remaining confluences are the same for every state. The confluence for the 
pressure-sensor is 

~POUT,SMP + aF#i(s) + ~FA(M) = 0 - 
The remaining confluences are similar to those presented with Fig. 4. 

4.2.4. Constructing the state diagram 

Constructing the state diagram is analogous to solving a set of simultaneous 
differential equations characterizing the behavior of a physical system. The 
process of constructing a particular state transition is equivalent to performing an 
integration involving the first-order derivatives operating in the original state. The 
process for constructing the state diagram outlined in this section, in essence, 
performs an integration of the set of differential equations describing the 
composite device. 
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FIG. 9. State diagram for the pressure-regulator with continuing input signal, mass, spring, and no 
friction. Circles indicate momentary states, and squares indicate states that may exist for an interval 
of time. 

As in quantitative analysis, there are diverse solution strategies, each ap- 
plicable to a particular problem type. We present a number of different rules 
for constructing the state diagram, each based on some important property of 
the qualitative calculus. 

Causality rule. The most basic rule for constructing the state diagram is that a 
component will not change state unless it is acted upon. (This is our analog to 
Newton's first law that a body will continue in its state of rest or uniform 
velocity until acted on by an external force.) 

Limit rule. The qualitative mean value theorem is [X(T1)] = [X(T)] + X ( T )  
where T '  immediately follows T ;  thus unless some dX is non-zero, the state 
cannot terminate. Only if dX# 0, may X move to its limit.14 Thus every 
increasing variable (dX = +), which is bounded above (X <A) ,  can produce a 
state termination. Similarly, every decreasing variable (dX = -) which is 
bounded below (X > A )  can produce a state termination. There is no other 
way a state transition can occur. 

l4 Note earlier footnote for the case [x] = ax = 0. 
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Ordering rule. Qualitative variables vary continuously, e.g., suppose dX = + 
and the state could terminate by violating x  < m for component E or by 
violating x  < n for component B (the interesting case occurs when E and B are 
different components), and n < m. As x varies continuously, the only possible 
change for x  is from x  < n to n < x < m. Thus component B changes state first. 

Equality change rule. If aX(T)  is non-zero and [X(T)] = A,  where A is a point 
interval [k, k], then the state terminates immediately. For example, if [XI = 0 
and d X  = +, then the device must immediately move to a state where [XI = +. 
This rule applies in two situations: (a) where a model specification of the 
current state is of the form [ X  = A ]  and (b) where [XI is determined to be 0 by 
solving the confluences. (Forbus [15] calls this the equality change law.) Such 
momentary states play an important role and are specially marked. 

With minor modification, these same rules apply to state specifications that 
refer to two variables, e.g., x  < y  or x  = y.  The case of x  < y is transformed in 
z = y - x  and z > 0. If the introduced variable is unevaluable all cases must be 
considered. For example, in the case of z = y  - x  and z > 0 the possibilities 
dz = + and dz = 0, which cannot cause state change, and dz = -, which can 
cause state change must be considered. Similarly, x  = y  is transformed to 
z = x - y  a n d z = O .  

The remaining rules restrict the results of the first four. Each applies to two 
states and the transition between them. 

Epsilon ordering rule. Any change introduced by the equality change rule 
occurs first. For example, if [XI is changing from 0 to + and [Y]  is changing 
from + to 0, then [XI  changes first. The rationale is that if [ Y ]  is +, then 
Y > E > 0. As Y(T) is a continuous function, it will take some finite time to 
change by E but the change of X happens instantly. 

Contradiction avoidance rule. Contradictions arise if the confluences are un- 
satisfiable, or two state specifications of different components have an empty 
interaction. If a state is contradictory in either way, a transition to it is 
impossible as well. This rule determines the valve cannot close, i.e., even though 
the area available for flow is decreasing it will never reach 0. Consider what 
would happen if the valve closed. If the valve closes then [X,,] = 0, and by the 
valve and continuity equations [Q,,] = [Q,] = [Q#l(Vv)] = [QXi(VV)] = 0. Using 
the confluence for the load, this implies [P,,,,,,,] = 0. Substituting into the 
sensor equation [X,,] + = + we get 0 + 0 = + which is impossible. 
Therefore, the valve cannot close and all transitions to this state cannot happen. 

Continuity rule. Each variable varies continuously. For each variable, [X(T)] 
must be adjacent to [X(Tf)] otherwise the transition is impossible (similarly 
dX(T) must be adjacent to dX(Tf)  and so on). 
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Mean value rule. The mean value theorem must hold for every variable if the 
transition is to be possible. For each variable, X, [X(T1)] = [X(T)] + aX(T) .  
(This rule holds as a consequence of previously defined rules.) 

Feedback rule. Knowledge about the feedback behavior of the device provides 
a crucial amount of information about the transition (the procedure for 
recognizing feedback is presented later). A negative feedback path that con- 
tains no 'momentum' components cannot overshoot. In cases of positive 
feedback, certain transitions cannot happen because the device will actively 
prevent the transition from happening. (The constraint satisfaction algorithm 
discussed earlier cannot detect feedback, but causal analysis, discussed later 
can .) 

Appendix B discusses a procedure (which our program ENVISION uses) to 
construct the state diagram. It also handles cases where a global device state 
has multiple interpretations. 

4.2.5. ENVZSZON'S analysis 

The following is ENVISION'S brief analysis of each of the states and state 
transitions between them. For each state, the component(s) that may change 
state due to some threshold being reached are listed followed by the global 
device state changes which are possible. The state numbers correspond to those 
used in Fig. 8. The following analysis is simplified by avoiding reference to 
interpretations. The states are labeled by the specifications of the individual 
component states thereby equating the states of the valve and the valve's mass 
(both sets of state specifications reference velocity in exactly the same way). 
Constructing this simplified state diagram requires only three rules. The 
causality rule limits the transitions to those components undergoing some 
change, the limit rule specifies in which direction (if any) component changes 
occur, and the equality change rule indicates which states are momentary 
(indicated by the words 'immediately changes state' in the explanation). The 
ordering rule does not apply because the state specifications are too simple. If 
we had not made the simplification that the valve's mass and the spring change 
state in lock step, the contradiction avoidance rule would have applied. The 
reason the valve and spring change state in lock step is that both depend 
directly on the position of the valve, this position controls both the amount of 
material flowing and the stretch on the spring. If transitions within states had 
been considered (e.g., see Fig. 18), the continuity rule would have been needed. 
The mean value rule holds automatically and the feedback rule is inapplicable 
in this example. 

At any given time, the state is determined by the values of velocity V,, and 
force FA,). State 1 is dependent on V, = 0 and FA,) = 0 thus; the values of 
dV, and dFA,) determine the next state transition (if any). Table 5 indicates 
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that dVFp = 0 so the valve's mass cannot change state. However, the fact that 
dFA,, = - means that FA(,, immediately becomes negative, thus causing the 
valve's mass to change state immediately. The new confluence for the valve's 
mass is d V,, = -. 

The analysis as printed out by ENVISION: 

In State 1, V = 0, F = 0: 
Because 8F,qM) = -, M immediately changes state to F < 0. 
The device immediately changes state to 2: V = 0,  F < 0. 

In State 2, V = 0, F < 0: 
Because dVFp = -, S and VV immediately changes state to V < 0. 
The device immediately changes state to 3: V < 0, F < 0. 

In State 3, V < 0, F < 0: 
The value of aFA(M) is ambiguous. 
If aFAW) = +, M may change state to F = 0.15 
The device may change state to 4: V < 0, F = 0. 

In State 4, V < 0,  F = 0: 
The value of dFA(M) is ambiguous. 
If aFA(M) = -, M immediately changes state to F < 0. 
If aFA(M) = +, M immediately changes state to F > 0. 
Therefore, the device may change state to one of: 
5: V<O,F>O;  3: V<O,F<O. 

In State 5, V < 0, F > 0: 
The value of aFA(M) is ambiguous. 
If aFAm) = -, M may change state to F = 0. 
Because dVFP = +, S and VV may change state to V = 0. 
Therefore, the device may change state to one of: 
6: V = O ,  F>O; 1: V = O ,  F=O,  4: V<O, F = 0 .  

In State 6, V = 0, F > 0: 
Because aVFp = +, S and VV immediately changes state to V > 0. 
Because aFAW) = -, M may change state to F = 0. 
Therefore, the device must immediately change state to one of: 
8: V > O , F = O ;  7: V>O,F>O. 

In State 7, V > 0, F > 0: 
Because aFAW) = -, M may change state to F = 0. 
The device may change state to 8: V > 0, F = 0. 

In State 8, V > 0, F = 0: 
Because aFAW) = -, M immediately changes state to F < 0. 
The device immediately changes state to 9: V > 0, F < 0. 

In State 9, V > 0, F < 0: 
Because a V ~ p  = -, S and VV may change state to V = 0. 
The device may change state to 2: V = 0, F < 0. 

Said less baroquely: In the starting State 1, the valve is unmoving and the 
force from the sensor and from the spring are in balance. An increase in input 
pressure produces an increase in output pressure, which is sensed by the sensor 
and produces an increased downward force on the valve (State 2). The 
transition is mandatory, as even an infinitesimal change in value at zero must 

l5 If dF is 0 or - no state change can happen. 
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cause it to become non-zero. The increase of downward force on the valve (the 
coordinate system is chosen so that open valve positions correspond to positive 
distances and a closed valve is characterized by zero distance) causes the valve 
to acquire velocity and hence the valve begins to close (State 3). This transition 
is also mandatory because the velocity is being changed away from zero. In 
State 3, the value of the force on the valve is ambiguous. The closing of the 
valve could reduce the output pressure enough to equal the force of the spring, 
causing a transition to State 4. On the other hand, the rise in input pressure 
could continue to dominate behavior and thus the output pressure continues to 
rise. The same sort of situation arises in the two following states. Depending on 
the functional relationship between the input pressure, the input pressure 
function itself and the gain of the feedback loop, the system may move back 
and forth between these three states. If the pressure rise does not dominate, 
the moving valve will reduce the output pressure enough so that the restoring 
force of the spring is greater than the force exerted by the pressure. If the input 
pressure rise becomes negligible the pressure-regulator will continue to oscil- 
late through States 2-9 (as suggested in Fig. 8 and verified by the analysis 
underlying Fig. 10). 

4.2.6. Physical rationale for the new component models 

With the models used in the pressure-regulator examples before Section 4.2.2, 
it is impossible to analyze the behavior of the pressure-regulator at small time 
durations. The particular quasistatic approximation demands that a change of 
output pressure 'instantly' results in a change of valve setting. The models we 
had been using are inherently incapable of describing the oscillatory and 
feedback behavior of the device. We needed to 'push a level' of detail and 
model behavior at smaller time gradations if oscillation is to be evidenced. (In 
Section 6 we present an alternative strategy for determining the presence of 
feedback and oscillation based on 'mythical causality', which does not require 
pushing a level.) 

The time delay introduced by removing the quasistatic approximation is not 
the result of some explicit time delay in some component, but rather the direct 
consequence of the particular physical laws and the mathematical properties of 
integrals and derivatives. When small time durations are involved, the mass of 
the valve itself, although very small, must be taken into consideration. An 
increase in pressure increases the force on the mass of the valve. This force 
produces an acceleration on the valve that results in a velocity that in turn 
results in a change of position of the valve after some time has elapsed. Once 
the valve is given a non-zero velocity, it starts to close. 

To operate successfully, the valve must also contain a spring, which provides 
a restoring force by tending to open the valve. At equilibrium the force 
provided by the pressure of the fluid on the diaphragm equals the restoring 
force of the compressed spring. As pressure increases, the force of the 
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diaphragm increases, causing the forces on the valve to become unbalanced 
and forcing it to seek a new equilibrium position. The valve moves in the 
direction of closing the valve, thereby simultaneously increasing the restoring 
force of the spring and decreasing the force delivered by the pressure until 
these two forces balance. There is, however, one more effect that complicates 
matters: momentum. As the valve reaches equilibrium position it will have 
some non-zero velocity and as it has mass it will continue to move past this 
equilibrium position. Eventually the valve will reach its maximum overshoot 
position and will start moving back to equilibrium, but again it will overshoot. 
This ringing, or oscillation, around the new equilibrium position continues 
indefinitely unless there are some dissipative effects. 

4.2.7. Uses of the state diagram 

The state diagram is a complete description of all possible interstate behaviors 
of the generic device. It represents every possible interstate behavior the device 
can manifest, and enumerates how the device changes from one behavioral 
pattern to another. The state diagram can be used to directly answer 'what 
happens' type questions. The intrastate behavior is characterized by the 
assignment of values to variables, which satisfies the confluences of the state. 
The combined structure can be used to answer a variety of types of questions 
about device behavior in addition to basic prediction. The structure can be 
used to answer questions about whether something could happen. For example, 
to determine whether the output pressure could rise, each state is checked to 
see whether the pressure rises in that state, and then a further check is made to 
see whether any of those states can be reached given the initial conditions. 
State A can be reached from state B if there exists a sequence of transitions 
from A to B. Far more interesting inferences can be drawn about the state 
diagram concerning oscillation and energy dissipation, but we present those 
after describing how the state diagram can be constructed. 

Fig. 9 indicates the system oscillates through States 2-9. A direct examina- 
tion of Table 5 shows the second-order derivatives (i.e., the column differences 
between the first-order derivatives). The extrema of the variables occur within 
those states where the first-order derivatives can be zero (e.g., dV, ,  = 0 in State 
4) where dX = 0 and whether these are a maxima or minima can be determined 
by the second-order derivatives. For example, the velocity of the valve achieves 
a downward maximum in State 4 which is a momentary state at which forces of 
the spring and pressure-sensor perfectly balance ([F,,,] = 0). The position of 
the valve (whose value is the same as the force on the spring ( F  = k x ) ) ,  has 
extrema in States 6 and 2 which are momentary states where the velocity of the 
valve is 0. 

The state diagram for a device is a representation of the overall functioning 
of the generic device. Although it is constructed solely from the component 
models, many features of the global operation of a device only become evident 
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in the structure of the state diagram. The state diagram is thus a representation 
of device behavior that itself can be examined to gain further insight into 
device functioning. In particular, issues such as oscillation, ringing, energy 
dissipation, and stability are identifiable as particular patterns in the state 
diagrams. Thus our qualitative physics is able to detect the presence of these 
important functional characteristics. 

State diagrams reveal a great deal more about the potential behaviors of the 
device. Fig. 10 is the state diagram for the pressure-regulator when there is no 
applied input signal. It shows that if the pressure-regulator starts at quiescence 
( V =  0, F = 0) it will remain there (because in this state all the derivatives 
are also zero). If the device is in this quiescent state the only solution to the 

FIG. 10. No input signal, no friction. 

TABLE 6. Solution given no input signal, no friction 

State 1 2 3 4 5 6 7 8 9 
State V = O  V = O  V<O V<O V<O V = O  V>O V>O V>O 

specifications F = O  F < O  F < O  F = O  F > O  F > O  F > O  F = O  F<O 
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FIG. 11. State diagram with no input signal, friction. 

confluence equations is that every derivative variable is zero. If the pressure- 
regulator starts in a non-quiescent state, it can never reach quiescence. Again 
this is directly deducible from the confluences. For each state, there is no 
solution to the confluence equations which results in a change of operating 
region to the quiescent state. Note that this deduction is possible solely from 
the component models themselves, models which do not reference or contain 
any idea of quiescence. 

Any movement in the valve is resisted by imperfections in its components. A 
simple law that describes this effect is dfldt = k d Vldt, i.e., any change in 
velocity produces a corresponding increase in force acting against the change in 
velocity. (This is the mechanical analog to Ohm's law.) The resulting state 
diagram is illustrated in Fig. 11. It shows that it is now possible for the 
pressure-regulator to reach an equilibrium state and once it reaches it no 
further movement is possible. 

The law of the form F = kv  is an instance of a general class of dissipative 
laws-laws which dictate that the device must lose energy. Hence oscillations 
involving16 dissipative components must eventually damp out and ones that do 
not contain dissipative laws must not. However, it is possible to draw these 
kinds of inferences from constructing state diagrams and then analyzing their 
topological structure. The changed state diagram is solely the result of adding a 
component with the law dF = dV. This component model does not contain any 
explicit hint about damping or energy dissipation (i.e., no violation of no- 
function-in-structure). The major difference between Figs. 11 and 10 is that the 

l6 And, of course, no sources of energy. 
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TABLE 7. Solution given no input signal, friction 

State 1 2 3 4 5 6 7 8 9 
State V = O  V = O  V<O V<O V<O V = O  V>O V>O V>O 

specifications F = O  F < O  F < O  F = O  F > O  F > O  F > O  F = O  F < O  
Interpretation 1 1 1 1 1 2 3  1 1  1 1 2 3  

device may reach the quiescent state thus terminating the oscillation. From 
physics we know that the oscillation must eventually damp out, but our 
qualitative physics cannot capture this fine-grained detail. 

4.2.8. Qualitative us. quantitative techniques 

Two interesting comparisons emerge between techniques used for qualitative 
analysis and those used for solving differential equations in physics. First, the 
usual quantitative analysis techniques produce solutions whose form we can 
interpret as being oscillatory, damped, etc. But this requires an interpretation 
of the solution. The qualitative techniques presented in this section provide a 
procedure for constructing such interpretations. However, instead of operating 
on a given quantitative solution, our techniques operate directly on the 
qualitative laws that describe the behavior of components. 

Second, the construction of the state diagram provides an example of how 
the combinatorial symbol manipulation capabilities of a computer can be used 
to provide an analytic tool. The power of this tool comes to light when one can 
introduce an arbitrary number of 'nonlinear' distinctions for an individual 
component and then have these distinctions (i.e., states) collapsed through 
interactions between neighboring components as governed by the rules for 
constructing the state diagram. Thus this tool provides a new mechanism for 
analyzing nonlinear systems. 

5. Explanation of Behavior 

Qualitative physics is concerned with both prediction and explanation. 
Explanations should be testable, compelling and succinct. By testable, we mean 
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that it is possible to syntactically identify valid explanations. Thus, in particular, 
an explanation may not contain hidden assumptions about the behavior of the 
device. An explanation must be compelling and leave no doubt as to the 
validity of its conclusions. We could define an explanation as the execution 
trace of whatever algorithm is used to make the prediction. Although this form 
of explanation certainly meets the foregoing two desiderata, explanations are 
intended to communicate information and thus they also should be succinct. 
One structure that meets the two criteria of compellingness and succinctness is 
logical proof. 

An explanation consists of a sequence of statements El, E,, . . . , where each 
statement is justified by statements previous in the sequence. The confluences 
provided by the component models and the input signal(s) provide the givens. 
The justifications are in terms of simple logical inference steps on the state- 
ments. The explanation is expressed as a proof in a natural deduction system 
1251. In this system the theorem is the prediction and the proof is the 
explanation; thus a theory of 'explanation' (or at least a taxonomy of different 
kinds ~ f~s t ruc tu res  for explanation) can be discovered from examining the 
different kinds of proof structures. 

Each line of the proof consists of a line number (so it can be referenced), a 
statement, a justification of the statement, and a set of premises upon which 
the statement depends. The following is part of an explanation of why the valve 
starts to close (i.e., dXFp = -) when an input pressure rise is applied (i.e., 
aP,,,,,, = +) when the pressure-regulator is in its 'normal' mode of operation 
(i.e., the valve is in state WORKING-+). 

Given { } 
Given { } 
Given { } 
Given { } 
Premise (5) 
Substitution 5 , 4  (5) 
Substitution 6,3 (5) 
Substitution 7,2 (5) 
Substitution 8, 1 (5) 

This explanation-proof can be rendered into English as follows (the givens 
have been put in a more natural order). Suppose the flow into the input side of 
the valve is increasing (5). As the valve conserves material (4), the flow into the 
output side of the valve must be decreasing (6). As no material is gained or lost 
in the connection from the output of the valve to the output of the pressure- 
regulator (3), the flow out of the output side of the pressure-regulator is 
increasing (7). As the flow through the load is proportional to the pressure 
across it (2), this results in an increased output pressure (8). This output 
pressure is sensed (I), and the area available for flow is reduced (9). 

(All the explanation-proofs presented in this paper are constructed automa- 
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tically by our program, i.e., lines (1)-(9) are a verbatim output. The English 
test is added by us for expository purposes. Our program, ENVISION, takes a 
description of the physical structure of the device and a library of component 
models, constructs a model for the overall device, solves the model thereby 
making predictions, and produces explanations as illustrated.) 

This particular explanation used three kinds of justifications corresponding 
to the application of three inference rules. 'Given' indicates that the statement 
is a confluence obtained from the models or from the applied input signal. 
'Substitution n,, . . . , n,, rn'  indicates that value assignments n,, . . . , ni are 
substituted into confluence rn. 'Premise' indicates an arbitrary unsubstantiated 
assignment introduced to make the explanation go through. Note that lines 
(1)-(9) do not explain the necessity of dXFp = - because the underlying premise 
(5) dQ,,,,, = + has not been substantiated. In a conventional natural deduc- 
tion system one would derive the statement 

by conditional proof. Namely, if it can be shown that dQ,lwv,= +, then 
dXFp = -. In English: suppose the flow into the input side of the valve is 
increasing, then the area available for flow is reduced. However, from the three 
inference rules, there is no way to show that dQ,lwv) = + necessarily follows. 

5.1. The crucial role of indirect proof 

It can, however, be shown that dQ,l,vl= + by arguing that dQ,,(vv) # + is 
contradictory and thus by reductio ad absurdurn (abbreviated RAA), 
dQ,l,v) = +, namely by an indirect proof. As a qualitative variable can have 
only three values it is sufficient to show that dQ,l,v) = 0 is contradictory and 
dQ,,,,)= - is contradictory. We need to introduce three new types of 
inference rules. 'Unique Value n, rn' indicates that the assignments of lines n 
and m directly contradict each other. 'RAA n, rn' indicates the contradictions 
of line n and rn force an assignment by reductio ad absurdum. 'Discharge 
n, rn,, . . . , mi' indicates that the assignments of lines rn,, . . . , mi can be used to 
remove unsubstantiated premises from line n. 'RAA' and 'Discharge' derive 
directly from natural deduction systems. 'Unique Value' is a short-hand for a 
lemma derived from a simple axiomatization of equality: every variable must 
have one and only one value. More formally: 

With this additional inferential machinery, i.e., the machinery of indirect 
proof, we can proceed to prove or explain why the valve will start to close 
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when the input pressure is increased. The remaining 21 steps of the proof for 
the pressure-regulator's behavior discharge the assumption that dQ,l,vvl = +. 
Note that some of the confluences only play a role in the discharging, hence 
they do not appear in the proof until these steps. 

Given 
Given 
Premise 
Substitution 12,4 
Substitution 13, 3 
Substitution 14, 2 
Given 
Substitution 16, 15, 11 
Substitution 12, 17, 10 
Substitution 15, 1 
Unique Value 18, 19 
Premise 
Substitution 21,4 
Substitution 22, 3 
Substitution 23, 2 
Substitution 16,24, 11 
Substitution 21, 25, 10 
Substitution 24, 1 
Unique Value 26,27 
RAA 28,20 
Discharge 9, 29 

In English: Suppose the flow into the input side of the valve were not 
increasing, but unchanging (12). Then by conservation (4), the flow into the 
output side of the valve is also unchanging (13), and again by conservation (3), 
the output flow of the pressure-regulator is unchanging (15). As flow through 
the load is proportional to the pressure across it (2), there is no output pressure 
change (15). Now, we are given that the pressure-regulator input pressure is 
rising (16), and since the difference of pressure-regulator input and output 
pressures appears across the valve ( l l ) ,  the increased input pressure appears 
across the valve (17). In the situation where there is no change in flow and 
there is an increase in pressure, there must (10) be a decrease in area available 
for flow through the valve (18). On the other hand, if there is no change in 
output pressure there cannot be (1) a change in area (19). Thus assuming that 
the flow is unchanging leads to a contradiction (20); the flow cannot be 
unchanging. The only possibility that remains is that the flow into the valve is 
decreasing (21). By an identical line of argument, (21)-(28), that assumption 
also leads to a contradiction. Hence by indirect argument the flow into the 
input side of the valve is increasing (29). Thus the area available for flow is 
decreasing (30). 

The intuitive notion of a compelling explanation can now be stated precisely, 
namely, one which does not depend on any undischarged premises. In the 
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previous example, (30) axFp = - must necessarily follow. Qualitative analysis 
can sometimes be ambiguous, thus it is not always possible to discharge all the 
premises. Consider the case where the input pressure is lower than the output 
pressure (i.e., in state WORKING--). In this situation all the confluences 
remain the same except the valve confluence: 

This is the same confluence as line (10) in the above explanation-proof, except 
that the sign of the area change is inverted. This is because of the behavioral 
characteristic of the valve that an increase in area available for flow always 
reduces the absolute value of the pressure drop. If the pressure drop is a positive 
value, an increase in area decreases it towards zero (as in the previous 
analysis). If the pressure drop is a negative value, an increase in area increases 
it towards zero. The resulting analysis is ambiguous, in principle, and no unique 
value can be found for axFp. Explanation-proofs for the two possible values for 
6 ,  are shown in Fig. 11A. (We could also show that dX,, f 0.) The point is 
that no proof exists for discharging or contradicting the assumptions of either 
line (5). When the analysis is ambiguous, compelling explanations cannot, in 
principle, exist. 

Allowing assumptions in explanation opens the floodgates to an extremely 
serious problem: arbitrarily many explanations are now syntactically valid and 
appear plausible. By allowing unsubstantiated premises we, in effect, allow a 
proof for A > B to be an explanation of B. If A is false, the implication is still 
valid but the proof may provide no information about the validity or the 
plausibility of B. It is impossible to tell from an explanation alone whether or 
not its outstanding assumptions can be ruled out. It is hard to show that a 
particular premise will not be discharged or  contradicted. For example, in the 
foregoing two proofs no further sequence of statements can contradict or 
discharge the remaining assumptions (without, of course, introducing other 
assumptions which themselves cannot be discharged, etc.). In general, to show 
that the theorem A > B and its explanation-proof is the best result achievable 
requires showing that A is neither necessarily true nor false. (From a model 
theory point of view, the theory has at least two logical interpretations.) If A 
were true, we would have a compelling explanation of B alone. If A were false, 
A > B is trivially true. However, one cannot tell from a proof for A > B 
whether it is also possible to determine the validity of A. An even more 
difficult result to explain is that the given set of interpretations is complete, i.e., 
there exist no other theorems of the form A > B for a behaviorally different B 
and for which A cannot be proved to be true or false. 

For most devices, no explanation exists within the calculus which does not 
include premises. However, the local ambiguity can often be resolved because 
the device's behavior exhibits no global ambiguity (i.e., the premise can often 
be discharged). Thus there are two fundamentally different roles for assump- 
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Given { > 
Given { 1 
Given { 1 
Given { } 
Premise (5) 
Substitution 5 , 4  (5) 
Substitution 6,3 (5) 
Substitution 7 ,2  (5) 
Substitution 8, 1 (5 )  

Given 1 )  
Given { 1 
Given { 1 
Given { ) 
Premise (51 
Substitution 5 , 4  (5) 
Substitution 6,3 ( 5 )  
Substitution 7,2 (5) 
Substitution 8, 1 (5) 
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tions which are locally indistinguishable. An assumption either can represent a 
global ambiguity or can be a temporary construction to enable an explanation- 
proof to go through. The latter type of local ambiguity arises because the 
system is inherently simultaneous. 

5.2. Proof as explanation 

There are four undesirable characteristics of explanation-proof that are symp- 
tomatic of its inadequacy as a theory of explanation: (a) the introduction of 
premises into an explanation is unmotivated and arbitrary; (b) indirect proofs 
are intuitively unsatisfying; (c) explanation-proofs are non-unique; and (d) 
explanation-proofs may be causally inverted. We explore each of these in 
detail. 

Premises are introduced because of local ambiguity but can often be resolved 
because the device's behavior exhibits no global ambiguity. Even so, the 
premise must be introduced arbitrarily in the explanation-proof (and later 
discharged). Although this might seem plausible if the device's behavior were 
globally ambiguous, it seems questionable that explanations of unambiguous 
behavior should be so arbitrary. As the choice of assumption is not determined, 
usually many different assumptions will independently lead to valid explana- 
tions of the same behavior. 

Indirect arguments are counterintuitive. One would like explanations to 
consist of steps, each describing correct behavior which follows by applying a 
component model rule to functionings described in earlier steps (something like 
the proof but without RAA). Neither is the case for indirect explanation- 
proofs. The steps may refer to hypothetical functionings which do  not actually 
occur and a justification might be RAA. Indirect proofs explain a consequence 
by showing that all alternative consequences do not happen, and thus cannot 
establish a simple relationship between a cause and its effect. 

The same conclusion can have many proofs, none of which can be identified 
as the 'correct7 one. Hence, there may be multiple explanation-proofs of a 
device's functioning. Although it might make sense in a few cases to have two 
or  three explanations of how a device behaves, it makes little sense to have 
multiple explanations of a device's behavior at the same grain-size of analysis. 
Remember that we are considering explanations of the same behavior in terms 
of the same component models. Multiple explanations can sometimes arise 
because the confluences are redundant, but more commonly arise due to the 
arbitrary choice of premise. In our framework there usually exist an extremely 
large number of syntactically acceptable valid proofs, but it is straightforward 
to eliminate most of them by employing a minimality condition. However, 
there still remain roughly fifteen different explanations of the pressure-regula- 
tor's unambiguous behavior, corresponding to the different minimal com- 
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axFp = - 
aQ~!(vv) + aQn = 0 
~PIN,OUT - aQ#l(v~) + ~ X F P  = 0 
aP IN,OUT + aP OUT,SMP - aP IN,SMP = 0 
~ X F P  + aP OUT,SMP = 0 
axFp = 0 
JP OUT,SMP = 0 
aP IN,SMP = + 
~PIN,OUT = + 
aQ#i(vv) = + 
aQ#i(vv) + aQrzwv) = 0 
aQ#z(vv) = - 
aQrz=+ 
aQn - ~POUT,SMP = 0 
aQn = 0 
False 
axFp = + 
~POUT,SMP = - 

~ P I N , O U T  = + 
~ Q # I ( v v )  = + 
aQ#2(vv) = - 
aQn = + 
aQn = - 

False 
axFp = - 

Premise 
Given 
Given 
Given 
Given 
Premise 
Substitution 6, 5 
Given 
Substitution 8 ,7 ,4  
Substitution 6 ,9 ,3  
Given 
Substitution 10, 11 
Substitution 12, 2 
Given 
Substitution 7, 14 
Unique Value 15, 13 
Premise 
Substitution 17,5 
Substitution 8, 18,4 
Substitution 17, 19,3 
Substitution 20, 11 
Substitution 21,2 
Substitution 18, 14 
Unique Value 23,22 
RAA 24,16 
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binations of premises that can be introduced to analyze the device. A parti- 
cularly undesirable one is obtained by introducing premises about dX,,. The 
explanation is now totally indirect (see Fig. 11B). 

In English: Suppose the area available for flow were not changing (6). Then 
the sensor does not (5)  sense any output pressure change (7). As the input 
pressure is rising, this rise must (4) appear across the valve (9). If the area 
available for flow is unchanging and the pressure across the valve is increasing, 
the flow into the input side of the valve must (3) be increasing (10). As the 
valve conserves material (11) the flow into the output side of the valve is 
decreasing (12) and as the output connection also conserves material (2), the 
flow out of the output of the pressure-regulator must be increasing (13). 
However, it was shown earlier that the output pressure was unchanging (7), and 
hence there can be (14) no change in flow through the load (15). This 
contradiction shows that the area available for flow must be changing (16). On 
the other hand, suppose the area available for flow is increasing (17), then the 
sensor must sense (5) a decrease in output pressure (18). An increase in input 
pressure and a decrease in output pressure dictate (4) the valve pressure 
decrease (19). By the same argument used in (10)-(13), the flow out of the 
pressure-regulator increases. However, it was shown earlier that the output 
pressure was decreasing (la), and hence there can be (14) no increase in flow 
through the load (23). This contradiction shows that the area available for flow 
cannot be increasing (24). As the area must be changing, and cannot be 
decreasing, it must be increasing (25). 

In this explanation we see another undesirable feature of indirect explana- 
tions: the steps in the explanation do not follow any notion of causal order. 
The explanation proceeds from output to input. The key problem is that the 
explanation-proof explains why the device must behave not how it behaves- 
the latter is the task of causal explanations. 

6. Causality and Digital Physics 

6.1. Causality 

An explanation of device behavior may take many forms. For example, 
explanation-proofs explain behavior in terms of inference steps within a formal 
system. By causal account, we mean a particular kind of explanation that is 
consistent with our intuitions for how devices function, i.e., causality. Device 
behavior arises out of time-ordered, cause-effect interactions between neigh- 
boring components of the device. In these last two sections of the paper we 
attempt to derive a notion of causality within our qualitative framework. Our 
goal is to define a notion of causality that will make it possible to account for 
the behavior described in explanation-proofs in a causal manner like that of a 
state diagram. 
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The state diagram embodies the classical notion of causality. Every change of 
state is attributable to a change in a specific variable: effects have unique 
causes. Action is local as the variable causes state change in adjacent com- 
ponents: the cause is structurally near the effect. The states are time-ordered: a 
cause comes before the effect. The state diagram is unique not depending on 
external arbitrary choices of variables as explanation-proofs do. 

While the state diagram provides causal explanations of state termination, it 
does not provide causal explanations of behavior within a state, i.e., why the 
behavior is what it is within a state. Few of the causal criteria hold for an 
explanation-proof which describes behavior within a state. In an explanation- 
proof, the reasons for a variable's value are non-unique. RAA, which is 
necessary, is non-local. There is no time-order among the settings for the 
variables. And there are multiple explanation-proofs of any particular variable 
value. 

Why introduce the notion of causality when the predictive theory seems 
sufficient for accounting for behavior within a state? We want a theory that 
describes how devices function when there are no state changes and not just 
what their behavior is. The confluences and the solution algorithms say nothing 
about how the device functions. Instead the confluences are merely constraints 
on behavior and the algorithm a method of constraint satisfaction. The 
explanation-proof says little about how the device functions, and instead only 
proves that the particular instance of constraint satisfaction is correct. In short, 
it embodies the epistemological principle, "There is a reason for everything", at 
the expense of the ontological principle, "Everything has a cause". 

Before delving into a detailed discussion of how causal explanations are 
produced, let us review the reasons why we care about creating them, both 
from an ontological and an epistemological perspective. Causality as a theory 
of how devices function provides many advantages. Because it is a theory of 
how the device achieves its behavior rather than just what its behavior is, it 
provides an ontologically justified connection between the structure of the 
device and its functioning. It is now possible to ask what functional changes 
result from hypothetical structural changes (a task important in troubleshoot- 
ing). Without causality this question could only hope to be answered by a total 
reanalysis. (Thus, causality also provides an approach to solving the frame 
problem [17].) Because it describes how behavior is achieved by the device, 
more information about the behavior can be uncovered. For example, feed- 
back, which alters the behavior of the device, can only be recognized definitively 
by understanding how the device achieves its behavior. This is because feed- 
back is a property of functioning, not of behavior. Since causality is a universal 
mode of understanding functioning, it provides a medium by which the 
functioning of a device can be explained, by a designer to a user, by a teacher 
to a student, etc. Finally, since causal accounts are so universally adopted as 
the model of understanding, most common patterns of causal interactions 
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around individual components have been identified and abstracted and often 
form the basic elements of the technical vocabularies of a given field. These 
abstractions are a kind of canonical form which can be used as indices into 
other knowledge about device behavior. For example, a transistor operating in 
the mode in which the base is the causal input and the collector the causal 
output has a technical name called the common-emitter configuration. Once a 
transistor's configuration has been identified as being an instance of the 
common-emitter (amplifier) then one knows important things about that cir- 
cuit's gain and frequency response-things that would be impossible to derive 
from the prediction of the qualitative behavior alone. 

6.2. Two impediments to causality 

We want to devise a theory of causality which can explain behavior within a 
state, i.e., when there is no component state change involved. Two related 
problems concerning time and R A A  make it difficult to define a coherent 
notion of intrastate causality that meets our intuitive criteria. Consider the 
analytical model for the valve discussed earlier 

This equation is based on the assumption that any change in flow occurs 
simultaneously with any change in pressure. Of course, this is an ap- 
proximation. Although it may be true that a change in pressure somehow 
causes a change in flow a moment later (through perhaps a pressure wave), this 
inference draws on knowledge about fluids not expressed in that equation. 
Mathematical laws of this type do not admit any such temporal or causal 
inferences. 

Time-order remains a problem in the qualitative domain. Consider the 
confluence dP - dQ = 0. From this, one can infer that if dP = +, then dQ = +. 
But it is incorrect to say that dQ = + was caused by dP = +, because dQ has to 
become + simultaneously with dP becoming +. If dQ cannot be +, dP cannot 
be +. 

The basic intuition behind our notion of a causal account is that the behavior 
of the device is produced by interacting individual processors-one processor 
per component. Each processor (a) has limited ability to process and store 
information, (b) can only communicate with processors of neighboring com- 
ponents, (c) acts on its neighbors which in turn act on their neighbors, and (d) 
contributes only once to any particular behavior for each disturbing influence. 

Each processor is programmed to satisfy the model confluences. Whenever 
all but one of the values around a component are known, they will (if possible) 
determine the last one. For example, if the model confluence were dQ = 

dPi,- dP,,, it would produce dQ= + if it discovered from its immediate 
neighbors that dPi, = + and dP,,, = 0. Note that the logical power of these 
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combined processors operating in this fashion is no greater than the natural 
deduction schemes described earlier without RAA. As the inclusion of RAA is 
critical to attaining completeness, programming the processors in this manner is 
inadequate for realizing the behavior of certain devices. Consider an example 
of two narrow pipes (i.e., constrictions not conduits) connected in series as 
illustrated in Fig. 12. The models are sirriplified to reference only flow variable 
dQ. Suppose dP, = 0 and dPl = +. The processor for constriction A cannot 
determine dQ or dP, because the value of only one of its confluence variables 
is known. The case for constriction B is similar. However, given dP, = 0 and 
dPl = +, then + is the only possible value for dP,. Suppose it were not. Then, 
either dP, = 0 or dP2 = -. If dP2 = 0, then the program for constriction B 
produces dQ = 0, and the processor for constriction A produces dQ = +. These 
two values are contradictory, hence dP2 cannot be zero. If dP2= -, the 
processor for constriction A produces dQ = +, and the processor for con- 
striction B produces dQ = -. Again a contradiction. Thus dP2 = + by a reductio 
ad absurdum argument. (This is exactly the type of problem that made it 
impossible to construct an explanation-proof of the behavior of the pressure- 
regulator; the first proof of Section 5 could not go through without introducing 
some assumption (dQ,,,, = +).) There seems to be no way to change the 
confluences (nor their form) to satisfy locality and fidelity while avoiding the 
use of RAA. 

The impediment to causality raised by RAA is not easily avoided. It is not 
solely a property of our qualitative physics. Consider the quantitative analysis 
of Fig. 12. The equations describing the behavior are (for brevity we use dx to 
refer to the time derivative of x) 

These are four equations in four unknowns. There is no way to solve these 

FIG. 12. Two narrow pipes (constrictions) in series. 
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equations one at a time. Both equations (3) and (4) reference unknowns dQ  
and dP2. To  solve this system, equations (3) and (4) have to be considered 
simultaneously. Equations (1) and (2) are easily eliminated through sub- 
stitution: 

Equating (5) and (6) gives 

which can be solved 

Thus the quantitative analysis also cannot be done in single steps and requires 
something like R A A  to determine a solution. 

Even if we 'push a level' the R A A  problem is not avoided. Suppose the 
constrictions are modeled as a sequence of smaller constrictions. If the same 
contriction model is used, the R A A  problem only becomes more complex as 
one is required for each constriction fragment. Of course, if the fragment is 
modeled as a simple pressure transporter (i.e., dPi,= dP,,,), each smaller 
constriction can directly communicate a pressure rise without using RAA.  
Although this model successfully shows that the P2 rises and seems intuitively 
compelling, it is only a post-hoc rationalization. This simple constriction 
fragment model does not, in general, predict correctly. For instance, in this 
same example, as P, rises, so must P,, but this cannot be since P, is fixed as a 
given. The simple model (i.e., dPi, = dPOu,) only applies in limited situations, 
e.g., all cases where dQ = 0, but the confluence gives no aid in identifying these 
situations. The correct model for the constriction fragment at this level is 
dQ = dPi,- aP,,,, but nothing is gained by pushing a level and keeping the 
component models the same. 

A more appropriate way to 'push a level' is to model the material in the 
constrictions as having momentum and the constrictions themselves as having 
storage capacity. A quantitative analysis of this behavior results in a fourth- 
order differential equation. The essential characteristic of the solution is that it 
is oscillatory (but damped). The pressures and amounts in the two constrictions 
rise and fall repeatedly, but each time the rise is a little less than the previous 
time and the fall is not as far. Each constriction can contain more or less 
material and once the material starts to move left or right it gathers momentum 
and overshoots its quiescent position. Thus not much has been gained. In order 
for this lower-level system to 'find' the higher-level equilibrium solution 
requires repetitive oscillation back and forth of material between the two 
constrictions. This kind of 'negotiation' does not satisfy the one interaction per 
disturbance criterion for a causal account. 
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This lower-level or finer-grain analysis can also be done qualitatively. Each 
constriction is described by two mixed confluences one characterizing momen- 
tum and the other storage capacity. As a result there are four mixed 
confluences resulting in a state diagram with 81 states. Thus two immediate 
problems come to the fore. First, the resulting state diagram has additional 
states and state transitions which can only be resolved with unavailable 
lower-level information. Second, even if the ambiguities could be resolved, it 
would show behavior of no interest at the original level. For example, if the 
'correct' state trajectory could be determined through the ambiguous state 
diagram, it would be a lengthy sequence representing a damped oscillation to 
the final values, not a simple direct state transition to the final values. In 
summary, pushing a level brings up distinctions about which we have no 
information at the original grain-size and results in an extremely complex state 
diagram most of whose details are of no concern. Pushing a level may 
introduce more harm than good. 

All these complications and impediments concerning causality come as a 
result of asking the question "How does change come about?" Modern physics 
tends to sidestep this question by adopting a modeling perspective which 
cannot, in principle, account for change. The central thermodynamical prin- 
ciple that underlies the construction of almost every model is that of quasistatic 
approximation: the device is presumed always to be infinitesimally near equil- 
ibrium. Of course, if the actual device behavior is examined in sufficient detail, 
one must observe some non-equilibrium intermediate states, otherwise the 
device could not change state! It is extremely important to note that this 
problem does not come from the particular laws we have been working with 
but rather the form of these laws. As was practically illustrated in the previous 
paragraphs pushing a level without changing the form of the laws does not 
help. It does not help, because it cannot help. Therefore, in our physics we do 
not futilely change the level of analysis to obtain causality, but rather change 
the interpretation of the laws. 

6.3. The correspondence principle of mythical causality 

"Time and space are not things but orders of things."-Gottfried Leibniz. 
Our solution is to leave the original models unchanged, but define a new 

kind of causality (which we call mythical causality) that describes the trajectory 
of non-equilibrium 'states' the device goes through before it reachieves a 
situation where the quasistatic models are valid. We introduce the idea of 
mythical time, which has most of the properties of conventional time, except 
that it imposes a partial not total order. No conventional time passes between 
mythical time instants. During mythical time inst ants, the component laws may 
be violated, but eventually (in mythical time) all the component laws must hold 
again. 
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The component laws and the definition of mythical time are insufficient to 
unambiguously specify what occurs during the mythical time instants, and a set 
of criteria must be laid down to restrict some of the options. These additional 
criteria help to reconstruct what the behavior below the quasistatic level must 
have been if the world were causal. The first criterion is to presume that the 
causal action below the grain-size of analysis (of the class-wide assumptions) is 
of a similar form as the causal action that is explicitly represented in the state 
diagrams. Thus, interactions are local, a cause is always before an effect, every 
effect has a cause, etc. 

The second criterion is deceptively simple: whatever behavior occurs below 
the quasistatic level, the values of the variables must start with one set of 
equilibrium values and eventually reach another. We assume that this inter- 
vening behavior is as simple as possible. 

A difference between the causal action above the grain-size level and below 
it is that the first takes time and the second does not. If A causes B we will 
always say B occurs after A ,  but no time need pass between A and B. We call 
causal action below the grain-size level mythical causality and time flow below 
the grain-size level mythical time. 

Mythical causality is, of course, summarizing physical action taking place at a 
lower level. As discussed in the previous section, no model of the form we have 
been discussing is adequate. Here is one approach adapted from Feynman, 
Leighton, and Sands [13]. Assume that the constriction is made of a sequence 
of identical constriction fragments, each having 'momentum' and 'storage 
capacity'. The idea is that every constriction fragment gets a small piece of the 
total 'momentum' and 'storage capacity'. So far we have made one simplifying 
assumption (all fragments are identical) and one complicating assumption 
(many fragments), and the analysis is still subject to the just stated problems. 
Now take the limit, that is, break the constriction into an 'infinite' number of 
fragments where each piece has an infinitesimal amount of 'momentum' and 
'storage capacity'. If the mathematics is done correctly the resulting equation 
describing the behavior of the constriction is 

where u(x, t) is either the pressure or  flow at position x at time t. u, is the 
second partial derivative of u(x, t) with respect to t and u, is the second partial 
derivative of u(x, t) with respect to position. This expression is known as the 
wave equation because its only solutions are of the form 

This is a wave because as time passes the overall pattern of values of u just 
shifts with velocity c, e.g., as t changes from O to 1 the values of u(O,O), u(l,O), 
and u(2,O) become the values for u(0, c), u(1, c ) ,  and u(2, c). Applying this 
equation to the constriction (under appropriate boundary conditions) results in 
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a solution of a wave traveling back and forth between the component produc- 
ing the effect and the component which is recipient of the effect. The wave 
itself traverses the constriction undiminished, but every time the receiving com- 
ponent reflects it back the amplitude is slightly reduced and the wave even- 
tually damps out. We can interpret this solution as a kind of negotiation 
underlying RAA that sends information back and forth between the causing 
and caused component in order to decide what the equilibrium effect will be. 
Of course this view is an interpretation of the observed wave transmissions and 
reflections and is not explicit in the mathematics. 

6.4. The causal process 

Having dealt with some conceptual objections we now return to the main 
theme: how can the processors be programmed such that the informational 
interactions between neighboring processors satisfy our desiderata for causal- 
ity? Before proceeding, let us summarize the stage of development we have 
reached. The device is initially presumed to be at equilibrium, i.e., the 
confluences of all the component processors are satisfied. Then a disturbance 
arrives which causes a disequilibrium. The device then equilibrates in mythical 
time until an equilibrium is again established. At mythical time instants, the 
confluences are not necessarily satisfied. Quite the opposite; it is the violation of 
the confluences that result in causal action. In the previous subsections, we 
presented various schemes for programming the processors, none of which met 
our desiderata for causality. In these subsections, we introduce additional proces- 
sor architecture and a set of heuristics that enable the processors to meet our 
desiderata for causality. 

We extend the architecture to allow the processors to distinguish between a 
new equilibrium value and an old equilibrium value. Furthermore, for a single 
disturbance each variable can change value exactly once, from its old equili- 
brium value to its new equilibrium value. (Note that the new equilibrium values 
are not necessarily different than the old equilibrium values.) Each processor is 
programmed to produce new equilibrium values that satisfy its component's 
confluences. Whenever all but one of the new equilibrium values of a com- 
ponent confluence are known, the final variable is set to its new equilibrium 
value (as dictated by our qualitative arithmetic). 

One result of this processor architecture is that the set of variables with new 
equilibrium values grows monotonically in mythical time, while the set of old 
equilibrium values decreases monotonically. In addition the set of new equili- 
brium values is topologically connected (with respect to the device's structure), 
and slowly grows outwards from the initial disturbance. Therefore, there is 
always a well-defined fringe of processors between the new and old equilibrium 
values. 

This approach does not prevent the processors from becoming 'stuck' in the 
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sense of needing RAA (as demonstrated by Fig. 12). Indeed, the need for 
RAA is inescapable-a fundamental challenge to the classical notions of 
causality. Suppose we introduce RAA, but in a limited form. A processor can 
introduce an assumption1' by assigning +, -, or 0 value to a variable, but only 
if: (a) it is just beyond the fringe, i.e., it still has an old equilibrium value and a 
component confluence exists linking this variable to a variable having a new 
equilibrium value; and (b) every other processor on the fringe is also stuck. 
This severely restricts RAA, avoiding spuriously introducing assumptions for 
already known variables, variables remote from the fringe and variables 
directly determinable without introducing additional assumptions. Although 
this solution severely limits the introduction of RAA, it is still needed: Every 
time all the fringe processors are stuck, one of the stuck processors must be 
arbitrarily selected and be allowed to arbitrarily assign +, -, or 0 to one of its 
variables such that it becomes unstuck. Because of this arbitrariness, the same 
device behavior may have many causal accounts. Thus RAA is still there with a 
vengeance. 

At this stage in our research we do not have any principled way of 
distinguishing between these multiple accounts or identifying which ones are 
causal. Our desiderata of causality underconstrains the possibilities. To get 
around this obstacle, in the next section we introduce three heuristic rules for 
good guessing. Crucially, these rules are just part of the programming of the 
processors; they do not require access to global information and hence do not 
violate our desiderata for causality. We employ these three rules to push the 
fringe causally forward whenever it's stuck. In the next sections we present and 
make plausibility arguments for these rules, but we have no independent 
justification for them, except that they work for most of the cases we have tried 
(the cases on which they fail can be characterized). The causal account 
produced using them is a representative element of the equivalence class of 
possible causal accounts using the RAA scheme of the previous paragraph. We 
thus call these rules the canonicality heuristics. 

The canonicality heuristics, or 'rules for good guessing', turn out to be better 
than one might think to be reasonable given that they were chosen empirically. 
They largely eliminate ambiguity and the necessity for backtracking yet 
produce causal accounts for all the possible behaviors. The rules eliminate 
ambiguity in that for most fringes of stuck processors, the rules introduce a 
single assumption, no less, and no more. This is somewhat remarkable because 
these processors are topologically disjoint and thus cannot make their 'guesses' 
by consulting each other. Using these heuristics, we have never seen a case 
where an entire fringe got stuck (although we can easily invent pathological 
cases). In the few cases where assumptions are introduced (by multiple proces- 

"This is an oversimplification. More accurately, it is the variables which are 'stuck', not the 
processors. 
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sors), the order rarely turns out to matter because the ensuing propagations do 
not interact (i.e., 'race'). If the propagations do 'race', then unwanted am- 
biguity in causal attributions results. In addition, the rules eliminate backtrack- 
ing because the guesses are rarely wrong (i.e., in the sense that there does not 
exist an assignment of values to the remaining old equilibrium values which 
satisfies the confluences). 

This state of affairs is not perfect. Although we propose no solutions to the 
outstanding problems, it is important to summarize how the theory of mythical 
causality we have arrived at is unsatisfactory. First, we have proposed no 
mechanism by which the processors on the fringe decide they are all stuck, 
except by postulating some kind of global polling that violates locality. Second, 
the canonicality heuristics seem to work, but not for any reason we yet 
understand. Do these rules reflect a property of the physical world, or perhaps 
just a cultural property of how humans understand? Third, the canonicality 
heuristics sometimes produce ambiguity (which is not too bad), but sometimes 
produces a wrong value (if backtracking which is antithetical to our desiderata 
for causality is not introduced).18 

These objections make it impossible to 'causally simulate7 the behavior of a 
device. In our study of this theory, we have therefore taken a different 
approach. Our program ENVISION constructs all possible behaviors and all 
causal accounts for those behaviors which satisfy our theory of mythical 
causality. In this way, we sidestep the final objections. Ambiguity is not a 
problem: ENVISION produces all accounts. The problem of wrong values is 
sidestepped by eliminating all accounts that eventually contain contradictions. 
The price we wind up paying for this is that the resulting causal accounts do not 
have the compelling force of an explanation-proof: A particular causal account 
does not indicate why alternate behaviors and causal accounts are not possible. 
The causal accounts produced by ENVISION are often just extremely good 
rationalizations. 

The inability to 'causally produce' a causal account of a device's behavior is 
not a fatal flaw from either an A1 or psychological viewpoint. From a 
psychological perspective there is no reason to expect that the kind of problem- 
solving that underlies constructing a causal account of how a device behaves 
would in its own right be causal-that is, never need to have access to global 
information, to backtrack from a decision, etc. Said differently, the problem 
solving underlying the construction of a causal account need have no relation- 

1 8 ~ h e  fourth objection is the most serious, but also the least obvious: we propose no mechanism 
for dealing with intrinsic ambiguity resulting from multiple interpretations. Presumably a particular 
physical device has a single behavior and, in addition, the behavior of this particular device has a 
single causal account. (Note that a different physical device may have the same behavior, yet have a 
different causal account for this behavior.) However, both the behavior and its causal account are 
ambiguous in our  formulation. How can a particular physical device select amongst the possibilities 
proposed by our theory? 
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ship to the nearly trivial problem solving involving in executing a causal 
simulation. Envisioning is not just simulation. However, from a physics per- 
spective the inability to causally produce a behavior is fatal. After all, nature 
seems to be able to determine what to do next in ways that satisfy our causal 
criteria. The need for RAA, as discussed previously, dashed that hope. Here, 
we have been exploring how to minimize the RAA damage in order to bring 
the machinery to produce a causal account into maximal alignment with the 
causal account itself. We can argue for this on the basis of simplicity alone, or 
from the point of view of probing the limits of causality in a digital physics. 

6.5. Canonicality heuristics 

There may be many sets of canonicality heuristics that work. Ours, however, have 
one very important additional property: they have been abstracted from 
the kinds of arguments people tend to use, i.e., from verbal and written 
explanations of device behavior. Therefore, a causal account generated by 
these three heuristics, in addition to having the desirable characteristics of 
causality, is the one human experts use. Thus the explanations generated are 
ones human's prefer. Of course, this set of particular heuristics is not only good 
for explanation, but as it is the conventional terms our culture uses to explain 
behavior, it is at the base of the hierarchical abstract language our engineering 
culture uses to describe device behavior. Thus, for example, an expert A1 
system using our terminology can have access to the functional vocabularies 
and libraries engineers use. It is an intriguing question whether the particular 
set of rules and heuristics presented here are necessary as well as sufficient for 
accounting for device behavior. 

On the one hand we want enough heuristics to be able to predict the 
behavior of all devices, while on the other hand we want them to be as few and 
as simple as possible. Furthermore, the heuristics should not predict behaviors 
which are not physically realizable. 

Metaphorically speaking, the device can be viewed as the surface of a lake. 
The water surface is completely flat-the device is at equilibrium. The input 
disturbance corresponds to dropping a pebble in a lake which causes a 
wavefront to propagate from the spot where the pebble is dropped disturbing 
the surface of the entire lake. Complicating matters are the obstacles in the 
lake which cause the waves to reflect and interact with each other. The values 
of the device's variables correspond to the heights of the water at different 
places. 

The wave on the lake surface metaphor best conveys the difficulty and the 
intuition behind the three heuristics that solve the problem. Take the simple 
case where a single disturbance propagates outwards without reflecting from 
intervening objects. The wave propagating outwards divides the surface into 
three regions: the region through which the wavefront has already passed, the 
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region that no wave has yet reached and the region at the boundary between 
these two. The region that the wave has already passed has re-established a 
new equilibrium, and the region it yet has to reach remains at its original 
equilibrium. As the wave propagates, the old equilibrium region decreases and 
the new equilibrium region increases. Eventually the new equilibrium com- 
pletely dominates. The only disequilibrium exists exactly at the wavefront 
itself. A component 'balanced7 on the wavefront is partly within the region of 
the 'old equilibrium7 and partly in the region of the 'new equilibrium7. How 
does the component behave in this third region? 

The confluence models apply directly to the equilibrium regions, and as a 
consequence of our correspondence principle, the equilibrium confluence 
models also apply to the third region. The confluences underdetermine what 
happens in the disequilibrium region. As a disturbance first reaches a component, 
some of its variables may be known, but not enough to apply a confluence. In 
exactly those situations where R A A  is required in the logical analysis, the 
processors get 'stuck', but the metaphorical wave continues on. The three 
heuristics are based on the intuition of an expanding wavefront, and prevent the 
processors from ever becoming stuck. 

The confluence cannot capture the characteristic that a wavefront causes the 
new equilibrium to dominate the old. For components on the wavefront, 
behavior at connections within the new equilibrium region cause behavior at 
connections within the old equilibrium and dominate it. This is how the wave 
moves. At the moment the wave passes a component the new equilibrium 
values are assumed to be dominant (i.e., causal) and the old equilibrium values 
are assumed to be causally insignificant (i.e., as if they were zero). If some of 
the old equilibrium inputs are assumed to be zero, the confluences immediately 
apply and the processors are no longer 'stuck7. Now as the wave passes, the 
region of new equilibrium values grows slightly covering the old equilibrium 
values still attached to the component. Although the old equilibrium values are 
taken as zero, they need not be zero or become zero; more than likely they are 
not. The point is that just before the wave passed their values were insignificant 
with respect to the new equilibrium values and after the wave passed their 
values are consistent with the confluences. The heuristics capture the behavior 
of components in the short 'blip' in which variables switch from their old 
equilibrium values to their new equilibrium values. 

In summary, each heuristic applies only as a wavefront passes a component 
and introduces a particular assumption that allows the processors to continue 
propagating the disturbance as if it were a wave. The processor architecture 
and its associated criteria, define the form of mythical causal accounts, the 
heuristics dictate their content. Different sets of heuristics would result in 
different causal accounts although their form would be identical. These 
differing causal accounts are all of the same behavior but each may assign a 
different sequence of cause-eff ect interactions that produces it. Said differently, 
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a theory of causality must assign causal directions to every possible interaction 
between components, but different sets of heuristics will assign different 
directions. Without any canonicality heuristics, the notion of causality would be 
very weak for it would admit many causal accounts for exactly the same 
behavior. 

Significantly, the three canonicality heuristics apply for all disciplines (fluid, 
electrical, acoustic, rotational, etc.). They are presented here in terms of the 
pressure-regulator and thus are stated in terms of pressure and flow. In 
electrical systems, the same heuristics apply, but for voltage and current, etc. 

The heuristics presented here will not always work for devices which contain 
negative resistances (e.g., in the mechanical domain an object with negative 
mass-easily stated in confluences but rare in the world). As negative resis- 
tances do occur, the heuristics can be modified to work for these as well 
although that is beyond the scope of the paper. We believe (but cannot prove) 
that the heuristics presented in the next section will work for all devices which 
do not contain negative impedance, have one disturbance, and have a single 
common reference.19 

The component heuristic. If one 'pushes' or 'pulls' on one side of a com- 
ponent and nothing else is known yet to be acting on the component, the 
component responds as if the unknown actions are negligible. 

Suppose the input disturbance has propagated to a change in a pressurelike 
variable at some component, say conduit 1 of component D (see Fig. 13). (The 
pressure is changing significantly with respect to some common reference such 
as the main-sump, ground, etc.) Further, suppose that the disturbance has not 
yet reached conduits 2 and 3. In this case, it seems reasonable to assume that 
whatever behavior results in conduits 2 and 3 is caused by the disturbance in 
conduit 1 propagated through component D. Although the behavior of D may 

FIG. 13. Component D. 

1 9 ~ n  example of a device for which the heuristics, even embellished to handle negative 
resistance, fail are mechanical widgets which d o  analog multiplication (without logarithmic inputs, 
of course). 
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FIG. 14. Component heuristic. 

depend on the pressure between conduits 1 and 2 (e.g., a pressure drop) and 
thus be inapplicable, it is plausible to assume that conduit 2 changes in 
response to conduit 1. The pressure change between conduits 1 and 2 is thus 
assumed to be the same as that between conduit 1 and the common reference. 
Thus component D will exhibit some behavior. 

This heuristic is illustrated in the causal argument for the pressure-regulator. 
ENVISION states an application of the component heuristic as (see Fig. 14): 

The PRESSURE between conduits IN and OUT is increasing. 
Assume that the change in P#l(PRESSURE from terminal #I to 
reference SMP) of QUANTITY-VALVE VV causes a correspond- 
ing change in P(PRESSURE between terminals #I and #2). 

The confluence for the valve is d P  + d A  - d Q  = 0, where d P  refers to the 
pressure across the valve-the pressure from conduit IN to conduit OUT. The 
input pressure rise is with respect to the reference conduit SMP, not conduit 
OUT. Therefore this confluence cannot be directly used. However, the dis- 
turbance has not yet reached conduit OUT, so its pressure cannot be changing 
with respect to the main-sump as the system is still at equilibrium there. 
Therefore the total input pressure rise must appear across the valve. 

As the rest of the causal argument for the behavior of the pressure-regulator 
shows, the pressure at conduit OUT rises as a consequence (which is consistent 
with the overall causal argument). It is interesting to note that if the pressure 
rise in conduit OUT has been reached first, the pressure in conduit IN would 
also be predicted to rise but the change of flow through the valve would be of 
opposite sign. The causal order has a direct effect on the predictions of the 
heuristics. The latter behavior can arise only if the input disturbance has been 
applied to the conduit OUT, not to the conduit IN. 

An application of an heuristic can be incorrect. For instance, it might be 
mistaken that the input disturbance reaches terminal #1 of the valve first. 
There might be an alternate path from the initial input disturbance to terminal 
#2 of the valve. This might cause the change in pressure drop across the valve 
of result in the terminal #2 dominating terminal #I. 
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The conduit heuristic. If some component 'sucks' stuff out of a conduit or 
'forces' stuff into a conduit the conduit's pressure drops or rises respectively. 

The conduit heuristic is the only one that relates pressurelike and flowlike 
variables in a conduit. Like the other heuristic, this relationship describes the 
behavior of the components attached to the conduit, and not the behavior of 
the conduit in particular. It does not refer to 'compressibility' of the material in 
the conduit. Suppose the input disturbance has propagated to a change in a 
flowlike variable of some conduit, say terminal #1 of conduit C (see Fig. 15). 
Further, suppose that the disturbance has not yet reached terminals #2 and 
#3, nor the pressure of conduit C. In this case it seems reasonable to assume 
that whatever behavior results in conduit C is caused by the disturbance in 
terminal #l. The change of pressure in conduit C (with respect to the 
reference) is assumed to be the same as the change of flow out of terminal # 1. 

This heuristic is illustrated in the causal argument for the pressure-regulator. 
ENVISION states the application of a conduit heuristic as: 

The PRESSURE between conduits OUT and SMP is increasing. 
Assume that VOLUMETRIC-FLOW(s) produced by QUANTITY- 
VALVE VV cause a change in PRESSURE of conduit OUT. 

The conduit OUT has three terminals, one connected to the valve, another to 
the pressure sensor and yet another to the load. The input disturbance 
propagates through the valve producing an increase of flow into the conduit 
OUT. By the conduit heuristic, the flow pushes up the pressure. 

This heuristic is similar to the component heuristic in many ways. We may 
eventually discover that the flow into the load also increases. If that had been 
reached first, it would be regarded as pulling the pressure at the conduit OUT 

FIG. 15. Conduit heuristic. FIG. 16. Conduit assumption for pressure-regulator. 
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down. Thus the causal order has a direct effect on the prediction of the conduit 
heuristic. The latter behavior can only arise if the input disturbance originates 
in the load instead of the source of the pressure-regulator. 

An application of the conduit heuristic can be incorrect. There might be an 
alternate path from the initial input disturbance to one of the other two terminals 
of the conduit OUT. This might determine the change in pressure at the conduit 
directly from the components attached to this conduit or result in the assumption 
that the changes in flows in these other terminals dominate the effects of the valve 
terminal. 

The confluence heuristic. If some, but not enough, of the variables of a 
component confluence are known, propagate as if all but one of the unknown 
variables is zero. (This heuristic does not apply to compatibility and continuity 
constraints and only makes sense for model confluences having three or more 
variables-which are relatively rare.) 

The confluence heuristic is a generalization of the previous two. It applies 
when some of the quantities mentioned by a component confluence are known, 
but not enough to make a prediction. Suppose the input disturbance has 
propagated to a change in a variable at terminal #1 of component D (see Fig. 
17). Further, suppose that the disturbance has not yet reached terminals #2 or 
#3. In this case, it seems reasonable to assume that whatever behavior results 
around component D is caused by the disturbance at terminal #l .  Thus the 
effects of the disturbance at terminal #1 can be predicted by assuming there is no 
disturbance at terminals #2 or #3. 

Suppose the confluence for component D is dx + dy + dz = 0, where dx is 
associated with terminal #1, dy is associated with terminal #2, and dz is 
associated with terminal #3. From dx = + , we might assume that dy is 
negligible and that dz = - .  Conversely we might assume that dz is negligible 
and that dy = - . 

This heuristic is illustrated in the causal argument for the pressure-regulator. 

FIG. 17. Confluence heuristic. 
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The VOLUMETRIC-FLOW into terminal #1 of QUANTITY- 
VALVE VV is increasing. 

Assume, given the confluence rule dP + dA - dQ = 0 for QUAN- 
TITY-VALVE VV, that the change(s) in P(PRESSURE between 
terminals #1 and #2) cause corresponding change in Q(V0LU- 
METRIC-FLOW into terminal #2). 

The valve confluence d P  + dA - dQ = 0 mentions three variables: dQ, the flow 
through the valve; dP, the pressure across the valve; and dA, the change in area 
available for flow. The input pressure increase has propagated to an increase in 
pressure across the valve. By the confluence heuristic, the area available for flow 
can be assumed to be negligible and thus the increase in pressure causes an 
increase in flow through the valve. In the specific case of the valve, the converse 
(where the area is changed) is impossible as the area is an input-only variable of 
the valve. 

A particular application of the confluence heuristic can be incorrect. 
However, the prediction of at least one of the possible applications for a 
particular confluence must hold. For example, from dx = + and dx + dy + dz = 

0, it must be the case that either dy = -, or dz = -,  or both. 
The three heuristics are all very similar. Each embodies the same intuition: 

places where the disturbance has not yet reached are not changing. This 
assumption is only plausible because the device is at equilibrium before the 
disturbance is applied. Eventually more or different heuristics may be needed, 
but all heuristics should be of this general form. These three types work for a 
wide class of devices, but they do not work for all possible devices. In order for 
the heuristics to apply successfully: the device must be at equilibrium, the 
disturbance must originate at a single point, the disturbance must either be in a 
flowlike variable or a pressurelike variable with respect to a common reference 
conduit, the device must not contain any incremental negative resistances, and 
the device must have a distinguished conduit which can serve as a reference. By 
reference, we mean a common return, or sink, for all the material flowing in the 
conduits. For fluid systems the reference is main-sump, for electrical systems it 
is ground, for translational systems it is the fixed reference frame. 

6.6. Feedback 

One of the additional advantages of mythical causal analysis over simple 
relaxation or explanation-proof is that it is possible to determine the presence 
and effect of feedback. Relaxation predicts what the behavior would be (i.e., 
assignments of values to variables) but does not describe how the device 
achieves that behavior-a causal account does. Thus feedback, which is a 
characteristic of how the device functions, is only detectable using causal 
analysis. 

In the words of Norbert Wiener [26] "feedback is a method of controlling a 
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system by reinserting into it the results of its past performance". More 
technically, feedback is defined as the transmission of a signal from a later to 
an earlier stage. We define feedback as occurring when a sequence of cause- 
effect interactions produces an effect on antecedents in the sequence. There is 
no new information to be gained by propagating this fedback signal around the 
loop again (ad infinitum), it is only important that this event occurs. Thus, once 
a processor has made a propagation, it becomes quiescent until the next state 
change no matter what variable values are discovered around it. Feedback is 
detected by noting when an attempt is made to reactivate it. 

Most attempts to reactivate a processor are unimportant. Consider some of 
the possibilities if reactivation were permitted. When a processor produces a 
new value, the presence of this new value technically should reactivate the 
processor, but reactivating the processor could never produce anything 
different. Sometimes the same value can be produced two different ways, this 
would again reactivate neighboring processors but to no avail. An intuition 
behind the causal account is that neighbors act on neighbors until the input 
disturbance reaches the output. However, a neighbor will usually produce a 
backwards response as well as passing along the disturbance. For example, if the 
regulator output pressure across the load is increased, the load responds by 
drawing more flow from the regulator. This kind of degenerate feedback 
(which we call reflection) is, in fact, so common that its absence rather than its 
presence is a sign of something unusual. We define feedback as occurring when 
the processors of the cause-effect loop also form a loop in the structure (thus 
ruling out reflections which form a cause-effect loop, but not a structural loop). 

Feedback is potentially present when a signal reaches a variable which was 
assumed to be insignificant according to an heuristic used in one of the signal's 
antecedents. The analysis of the pressure-regulator required the application of 
three heuristics, each of which could lead to feedback. The component heuris- 
tic (Fig. 17) produces increased pressure drop across the valve, which results in 
increased flow through the valve which produces an increased flow out of the 
pressure-regulator and hence an increased output pressure. As there is no 
structural loop, there is no feedback (reflection, perhaps from an attached 
output load). The conduit heuristic (Fig. 15) produces an increased output 
pressure for which there is no reflection. ENVISION would remark about this, 
except for the fact that this is a port to the external world about which it knows 
nothing. The component heuristic (Fig. 14) is the only one that results in 
bona-fide feedback. The confluence for the valve is dP + dA - dQ = 0 but only 
d P  is known thus far. This heuristic makes the assumption that dA is ap- 
proximately zero, and thus dQ must be +.  This results in increased output 
pressure which is detected by the sensor producing a decrease in A (i.e., 
dA = -). This cause-effect loop corresponds to a loop in the structure and 
hence represents feedback. 

In addition to being able to detect the presence of feedback it is also possible 
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to determine whether it is acting with or against the initial disturbance. In the 
example, a component heuristic for the valve applied an input disturbance 
( d P  = +), to the confluence i3P + d A  - d Q  = 0, assuming d A  was insignificant 
to produce d Q =  +. The subsequent chain of cause-effect interactions 
produces d A  = - . Consider the effect of d A  = - would have if d P  were 
insignificant. If d P  were approximately 0, then the confluence would be 
d A  - d Q  = 0 and hence i 3 A  = - would imply d Q  = - . Thus the effect on Q is 
of opposite sign, and the feedback is negative. Note that d A  = - cannot 
completely dominate, because d A  = - only holds if d Q  = + ! 

During the causal analysis no additional processing is done for the sake of 
feedback except that the above facts are noted. Having detected this property 
of the pressure-regulator's functioning, we can finally say something significant 
about its regulating action. The presence of negative feedback always reduces 
the gain of a stage, which is exactly what the pressure-regulator tries to do: 
lower the amplitude of any disturbance. The lower the gain of the pressure- 
regulator, the better it regulates pressure. 

A causal account can also be represented graphically (see [7, 111 for exam- 
ples). In the causal diagram, a node represents the assignment of a value to a 
variable and a directed edge represents the causal action of some component 
processor. Loops in the causal diagram correspond to feedback in the func- 
tioning of the device. 

7. Summary 

Intrastate behavior describes action within a state (i.e., the confluences govern- 
ing behavior do not change), while interstate behavior describes action between 
states (i.e., as the confluences governing behavior change). We have discussed 
three techniques for analyzing behavior within a state. The first two, relaxation 
and natural deduction, produce acausal accounts. The third, which embodies 
the canonicality heuristics, produces causal accounts. We presented one tech- 
nique for constructing the state (or episode) diagram. In addition, we have 
presented two sets of models for the pressure-regulator's components. The first 
set of models, call them the level-1 models, (first presented in Section 3) did 
not take account of the spring or the mass of the value. The second set of 
models, call these the level-2 models, including models for the mass of the 
valve and the spring. Table 8 reviews the results of applying the analysis 

TABLE 8. Summary of modeling results 

Acausal Causal 

Level 1: Table 4 Section 7 
Level 2: Table 5 and Figure 9 
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techniques to the different sets of models (we combine relaxation and natural 
deduction under the heading 'acausal'). The result of applying acausal analysis to 
level-1 models was a simple assignment of values to derivatives (Table 4, Section 
3). This analysis was inadequate in that it neither explained how that behavior was 
produced, nor revealed important characteristics about its operation such as 
oscillation. We then discussed two approaches to overcoming these shortcomings. 
The first of these (discussed in Section 4) took the approach of 'pushing a level' in 
order to capture important properties about its operation in a greatly expanded 
state diagram. The second (discussed in Section 6) introduced mythical causality 
as an alternative analysis technique and did not 'push a level'. 

It is crucial to observe that the account (causal diagram) produced using 
causal analysis with level-1 models is very similar to the account (state diagram) 
produced using acausal analysis with level-2 models. Both reveal important 
characteristics concerning the operation of the pressure-regulator. In particular, 
each reveals a loop indicating that the cause-effect interactions eventually fold 
back on themselves. However, in the causal analysis this is evidenced as 
feedback, while in the acausal analysis this is evidenced as oscillation. This is 
because oscillation and feedback are strongly related. Physically speaking, it 
always takes some time for the output to affect the functioning. Thus, if the 
output is changing, the device is always correcting its internal functioning based 
on an output value monitored earlier. As a consequence, all feedback devices 
tend to over- or undercorrect, thereby producing oscillation. The point is that 
any device that exhibits feedback necessarily exhibits oscillation when viewed 
at a lower-level. However, this oscillation often damps out so quickly (i.e., a 
quasistatic assumption) that it can be ignored. 

As both analyses say similar things about the pressure-regulator's behavior, 
the question rearises whether introducing mythical causality was worth the 
bother. There are two independent answers to this question. First, note that 
Fig. 9 combined with Table 4 does not explain how the state transitions 
themselves happen, so there cannot be an unbroken path of cause-effect 
interactions (covering many states) from the initial input behavior to eventual 
output. In causal analysis this path is unbroken. Second, the tremendous 
advantage of mythical causal analysis is that it did not have to 'push a level' to 
detect feedback. Furthermore, in order to 'push a level' more complex com- 
ponent models are needed and these might not be available. 

7.1. Digital physics 

In a previous section, we discussed how to construct causal accounts for device 
behavior. These accounts were however constructed by viewing the device 
from outside. Can we construct a theory for how the device itself achieves its 
behavior? Can the device 'decide' what to do next given the constraints that 
each component processor (a) has access to only local information, (b) has 
finite memory, and (c) is allowed one cause-effect interaction per disturbance. 
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RAA demands these three cannot be achieved simultaneously. One of these 
criteria must be relaxed. 

If we relax the criteria that the processors only have access to local 
information, i.e., that they can access as much information about all the 
components and all the variables as needed, a digital physics is possible 
although rather uninteresting. Each component processor could contain part of 
the algorithm discussed in the previous section and thus always make the 
'correct7 assumption about what happens next. 

If each processor or interprocessor message is allowed potentially un- 
bounded memory a variety of strategies are available that trade off time against 
memory requirements. It is possible to include with each value a description of 
the processing steps that produced it. Then when a contradiction is discovered, 
this audit trail is consulted to determine which assumption to change. This is 
equivalent to chronological backtracking and tends to be inefficient in time but 
relatively efficient in memory usage. In this procedure values will be discovered 
in their mythical time-order. Another method is to propagate multiple values 
(only one of which is correct) whenever a choice is encountered. No backtrack- 
ing is ever required: whenever a contradiction is discovered, values which 
depend on it are ignored. This strategy trades off memory for a gain in speed. 

If more than one cause-effect interaction is allowed per disturbance, the 
processors can negotiate amongst neighbors in mythical time to determine what 
happens next. This negotiation process, if it is to succeed at all, needs to be 
carefully designed as the processors have limited memory. This approach 
makes an extreme trade-off, utilizing only local information and little memory 
at a potentially enormous time cost. A simple negotiation scheme suggested by 
Hopfield [19] is based on an idea of local stress or energy. Local energy is 
defined as how far a variable is away from satisfying all neighboring con- 
straints. If each variable is changed (repetitively) to minimize local energy, the 
device will eventually find an assignment of values to variables which minimizes 
the local energy for each component. Such a state corresponds to a global 
energy minimum and thus the device has reachieved equilibrium. 

These three approaches are somewhat speculative, but point out some of the 
ways that a computational approach might be used to account for physical 
phenomena. Each approach has different predictions. If one of these ap- 
proaches could be partially validated we would have the basis for a new branch 
of physics, one in which the flow of information plays as fundamental a role as 
the flow of energy and momentum. 

Appendix A. Interpretations 

Although the pressure-regulator is intended always to be operated under the 
conditions where the input pressure is higher than the output pressure (i.e., its 
valve always in state WORKING-+), the component models should correctly 
predict the behavior of the pressure-regulator under other boundary conditions 
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Interpretation 1 2 3 4  

as well. Otherwise the models for the components are presumed to be part of a 
working pressure-regulator-a violation of no-function-in-structure. The situa- 
tion where the output pressure is higher than the input pressure is an unusual 
operating context for the pressure-regulator, and its behavior illustrates some 
interesting features. In this situation, all of the same confluences remain in 
force except that the valve is in state WORKING-- and thus the valve 
confluence is 

Including the input disturbance, there are eight confluences in eight unknowns. 
Unlike the case when the pressure drop is positive, the pressure-regulator 
confluences have four solutions. That is there are four different assignments of 
values to variables that satisfies all the confluences (Table 9). 

The device can only manifest one of these behaviors at a time, but the 
confluences provide no information about which one is correct. We call these 
different behaviors for the same episode interpretations. Although these inter- 
pretations describe potentially unstable behavior (and hence only occur 
momentarily if they occur at all), it is possible to design pressure-regulators and 
to select operating conditions such that each interpretation arises. These 
potential problems with operating the valve in the reverse of its usual orien- 
tation is the reason systems are often designed to prevent such situations from 
arising. 

The set of interpretations is the solution space of the confluences. This 
solution space describes physical reality in the sense that it specifies the 
behavior of the generic device. The behavior of each device of the generic type 
is accounted for within the solution space and every interpretation of the 
solution space is manifested by some device of the generic type within some 
operating context. This result is not a desideratum on our modeling but rather a 
direct consequence of obeying fidelity (and the no-function-in-structure principle) 
in modeling the individual components of the device correctly. It also provides an 
interesting example of qualitative prediction. Namely, as we originally modeled 
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the pressure-regulator we had not considered the possibility of operating the 
pressure-regulator in the 'reverse' mode (although a possibility we might have 
considered as part of some more global context) nor had we ever imagined that 
there would be multiple possible behaviors. 

Interpretations 2,3, and 4 are nearly identical except for dPIN,ouT, which is 
left unconstrained. These three interpretations have the same explanation. As 
the input pressure rises towards the output pressure (dPIN,sMp = +) the flow 
from the high-pressure side decreases (dQ,,,, = -), and thus the pressure at 
the output rises (aPouT,,Mp = +). This increased pressure is sensed and fed back 
to the valve (axFp = -) which closes. This causality is the same as in the normal 
situation where the input is at higher pressure. In this situation, however, 
closing the valve reduces the flow from the high-pressure side even further, 
causing the output pressure to rise even more and thus resulting in positive 
feedback. 

The reason why dP,,,,,, cannot be determined for these three inter- 
pretations is that there are two tendencies acting on it whose combination 
cannot be resolved. The valve confluence can be restated as 

On the one hand, the increase in flow from the high-pressure side (aQ,,,,,, = 

+) causes dQ,,,,,, = - tends to cause the pressure at the input to rise with 
respect to the pressure at the output (aPIN,o,T= +). On the other hand, the 
increase in pressure at the output (JPouT,sMp = +) causes the valve to close 
(axFp = -), which tends to cause the pressure at the input to drop with respect 
to the pressure at the output (b'PIN,,,, = -). The result is that the change in 
pressure difference between input and output is not determinable: 

In this situation no other value depends on r?PIN,ouT and the ambiguity is 
completely localized to one variable. 

The first interpretation is radically different from the remaining three. As 
just illustrated, the pressure-regulator contains (potentially unstable) positive 
feedback. The positive feedback can make a device behave as if it contains a 
negative resistance. (We use the term negative resistance to describe the general 
situation where a pressurelike variable between two conduits varies inversely 
with the flow between these two conduits.) It is extremely unusual for an 
individual component to exhibit negative resistance. A device can exhibit a 
negative resistance without containing a negative resistor. In Interpretation 1 
an increased input pressure results in an increased flow out of the input, and 
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thus from the point of view of the source, the pressure-regulator is acting like a 
negative resistance. 

A.1. Origin of ambiguity and its importance 

Depending on one's perspective, ambiguity is either a problem or advantage. 
Ambiguity is purely a result of inadequate information about the device. 
However, if we devised a modeling system which was less subject to ambiguity 
(e.g., the usual quantitative one), more detailed information might always be 
needed-detailed information that might not be available. Therefore a middle 
ground must be chosen that can utilize additional information, but does not 
require it. In this sense, ambiguity is an advantage. Given only the qualitative 
models, the solution space of interpretations is the best, in principle, that can be 
achieved. The results of the process outlined in Section 4 is thus not so much a 
prediction of future behavior, but rather a set of options which delimit the 
behaviors that are possible. This set of options describes the behavior of the 
generic device, any particular device will manifest one of the options (at a time). 

To see what kind of additional information would be useful, we must 
examine why qualitative analysis is ambiguous and why quantitative analysis is 
not. Ambiguity is a consequence of the particular kind of qualitative value set 
we have chosen to use. In conventional quantitative analysis it is easy to 
construct n independent equations for n variables of the physical system, and n 
independent equations are always solvable for n unknowns. There are eight 
confluences in eight unknowns describing the pressure-regulator's behavior, yet 
there are four solutions to those confluences. The conventional theorems 
rely on the field axioms; however, the addition operation of Table 2 does not 
even form an algebraic group. Hence there is no reason to expect unique 
solutions. 

While it is important to consider what sources of information are available 
for disambiguation, it is important to define the results of an ambiguous 
analysis first. An ambiguous analysis produces a set of interpretations, but that 
set characterizes every possibility. Any piece of additional information will 
serve to reduce the size of this set. To make effective use of new information 
the starting interpretation set must be complete; otherwise in the cases where 
the desired interpretation is missing, no additional information can result in a 
valid analysis. 

The contents of Table 2 suggest an additional source of information to deal 
with ambiguity. The cases where addition is underdetermined could be 
resolved using information about the ordering of the variables. For example, 
[XI + [Y] = + , if [XI = + , [Y] = - and X > - Y. Forbus suggests maintaining 
a partial order data structure among all the variables, and using this ordering 
information to resolve such ambiguous cases. He calls this partial order the 
quantity-space representation. To be effective, the models must also include 
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additional information about inequalities. Nevertheless, only a few of the 
inequalities will probably be known and therefore the behavior may still be 
ambiguous or may require drawing very sophisticated inferences about in- 
equalities. For example, suppose we wanted to determine the qualitative value 
of the sum X +  Y + Z + Q  where X = + ,  Y = + ,  Z = -  and Q = - .  In the 
qualitative algebra, this value ([XI + [Y] + [Z] + [Q]) is underdetermined, but 
if the quantity space contained X > -2 and Y > -Q the qualitative value of 
the sum must be +. 

Appendix B. A Procedure for Constructing the Expanded 
Episode Diagram 

The existence of multiple interpretations introduces another measure of com- 
plexity. Within a given composite device state the device can change its 
behavior by exhibiting first one interpretation and then another. Thus the same 
composite state may give rise to multiple episodes. 

If the requirement is added that all non-derivative variables be constant 
during an episode then the procedures outlined in this section work as well for 
pure as mixed component models. By allowing mixed confluences, more 
interpretations but less composite states result. For example, suppose we used 
the mixed valve model d P  + [P]dA - dQ = 0. If [PI is unknown, constraint 
satisfaction results in six interpretations corresponding to [PI = +, [PI = 0 and 
four in which [PI = - ,  but there is only one composite state. Using pure 
confluences results in three states ([WORKING- +I, [WORKING-0] and 
[WORKING--]) where the third has four interpretations. Both definitions of 
episode ultimately result in the same number of episodes and the same 
variable values within them. In both cases time is defined in terms of qualita- 
tive state and interpretation. The methods we present work with either 
representation, although we will generally presume the models are pure. 

Here is a procedure, based on the rules of Section 4 that constructs 
the expanded episode diagram. (This algorithm does not take advantage 
of the initial device boundary conditions.) First the set of possible composite 
device states is determined by considering every possible component state. 
Constraint satisfaction is applied to the confluence set for each such com- 
posite state. If there are no solutions, the state is ruled out as contradictory. 
If there are multiple solutions, each interpretation corresponds to a new 
episode. Each episode is examined individually to determine under what 
circumstances it terminates and what the subsequent episode is. Each case 
dX = + where X is bounded above or d X  = - where X is bounded below 
indicates a possible transition (always consider only the smallest such bound). 
In addition, if X = [c,  c], the transition is immediate and mandatory. There are 
sometimes many possible and mandatory transitions for an episode. Except for 
mandatory transitions, all, some, or none of the transitions may occur. Thus 
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FIG. 18. Expanded (of Fig. 9) episode diagram for the pressure-regulator with continuing input 
signal, no friction. 

each subset is examined, and the next state is computed on the basis of which 
thresholds are exceeded. The destination state may have many episodes 
(corresponding to its interpretations) and a transition is possible to each one as 
long as no variable need vary discontinuously. In addition, if there are no 
mandatory transitions out of the state, each episode may transition to an 
episode of the same state, again as long as no variable change discontinuously. 
Fig. 18 is the expansion of Fig. 9. 
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